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FOREWORD 

Encouraging Lifelong Learning for an Inclusive & Vibrant Europe  
 
What’s gone awry in Europe’s lifelong learning markets? Although it has been a central EU policy 
priority since 1993, and the European Union’s mechanisms for multinational policy co-ordination and 
measurement in lifelong learning are world-leading, one in every five Europeans under 25 is now 
unemployed. Many are not in employment, education or training. According to the High Level Group 
on Literacy, one in five 15-year olds lack the literacy skills required to function successfully in a modern 
society; 73 million EU adults have low levels of education and literacy; while achieving the current EU 
benchmark of functional literacy for 85% of 15-year-olds would increase lifetime GDP – lifetime 
earnings – by €21 trillion.  
 
Clearly Europe’s educational markets are failing to ensure that our citizens – particularly our younger 
citizens – have the education and training they need for their own economic prosperity and social 
welfare. They are also failing European society as a whole. Social exclusion, disaffection and the long-
term “scarring” effects of unemployment are clear dangers to economic competitiveness, to social 
cohesion, and to the European project as a whole.  
 
This is the starting point for ENLIVEN – Encouraging Lifelong Learning for an Inclusive & Vibrant Europe 
– a three-year research project (2016-2019) funded by the European Union’s Horizon 2020 
programme. The ENLIVEN research explores these challenges in several ways. 
 
First, we are exploring and modelling how policy interventions in adult education markets can become 
more effective. We bring together state-of-the-art methodologies and theorisations (e.g. Case-Based 
Reasoning methodology in artificial intelligence, bounded agency in adult learning) to develop and 
evaluate an innovative Intelligent Decision Support System (IDSS) to provide a new and more scientific 
underpinning for policy debate and decision-making about adult learning, especially for young adults. 
For this, we are drawing on findings from research conducted by European and international agencies 
and research projects, as well as findings from ENLIVEN research itself. The IDSS is intended to enable 
policy-makers at EU, national and organizational levels to enhance the provision and take-up of 
learning opportunities for adults, leading to a more productive and innovative workforce, and reduced 
social exclusion. The IDSS work organised in two work packages (WPs 8-9). 
 
Second, we are investigating programmes, governance and policies in EU adult learning. By looking at 
the multi-dimensional nature of social exclusion and disadvantage, and the role of public and private 
markets in reversing – or reproducing – inequalities across Europe, we aim to provide a more holistic 
understanding of policies, their rationales, operationalization, and role in enhancing growth and 
inclusion. Beginning with the main European policies and funding schemes for adult learning aimed at 
tackling disadvantage, inequality and social exclusion, we are identifying the different ways in which 
social inequality is expressed, constructed as a policy goal, and legitimized by discourses at the 
European level, and nationally. Combining policy diffusion studies with studies of multilevel 
governance that map the relations between various adult learning stakeholders and decision makers, 
their conceptualizations of the purpose of adult learning and their priorities, we are identifying the 
main barriers and enablers for access and participation in adult learning in Europe at the programme 
and subnational levels. This work is organised in three work packages (WPs1-3). 
 
Third, we are examining “system characteristics” to explain country/region-level variation in lifelong 
learning participation rates – particularly among disadvantaged and at-risk groups, and young people. 
The “markets” for adult education are complex, with fuzzy boundaries, and the reasons why adults 
learn vary. Drawing on Labour Force Survey, Adult Education Survey, EU-SILC, and European Social 
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Survey datasets, we use multilevel regression analysis and construct a pseudo-panel to address 
questions such as which system characteristics explain country and region-level variations in 
participation rates (overall, and among disadvantaged groups and youth at risk of exclusion), and how 
government policy can be most effective in promoting participation. This research is organised in Work 
Package 4. 

 
Underlying the ENLIVEN research is the need for a reconstruction of adult educational policy-
formation in Europe. Currently there are two particular problems. On the one hand, the principal 
beneficiaries of adult education (across Europe as elsewhere) are the relatively more privileged: 
those who have received better initial education, those in employment, and (among the employed) 
those in better-paid, more secure and more highly-skilled jobs. The adults who are (arguably) most 
in need of education and training, such as young, unemployed, low skilled, disabled and vulnerable 
workers, receive less of it. On the other hand, in contrast to the education of children, adult 
education is by and large financed by individual students (‘learners’), their families, and/or their 
employers. Though this is partly the outcome of public policy – in particular the desire to reduce 
public spending (or restrict its growth), and to utilise the efficiencies inherent in market-based 
allocation systems – it limits the policy tools available to governments and state agencies. A central 
feature of public policy is therefore to influence the behaviour of citizens and enterprises, 
encouraging them to invest in lifelong learning for themselves and their workers. 
 
Finally, we are examining the operation and effectiveness of young adults’ learning at and for work. 
The availability and quality of work for young adults differs by institutional setting across EU member 
states. We are undertaking institutional-level case studies on attempts to craft or to change the 
institutions which govern young adults’ early careers, workplace learning and participation in 
innovation activities, comparing countries with similar or diverging institutional frameworks. This is 
the focus of three work packages (WPs 5-7). 
 
John Holford 
 
Co-ordinator, ENLIVEN 
University of Nottingham 
john.holford@nottingham.ac.uk  
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EXECUTIVE SUMMARY 

 

The prototype ENLIVEN IDSS has been built with all functionalities to retrieve similar cases via four 

key attributes at the interactive user interface, be able to continuously add new cases with the 

consistent case template of 78 attributes, to conduct effective statistical analysis, and to facilitate 

developing machine learning in future exploitation. The conceptual and methodological issues which 

arose while developing the IDSS are explained in this report. Results of statistical analysis are 

reported; these analyse the sparsity of the 78 case attributes, the distribution and discriminative 

power of the four key attributes (viz, Target Groups, Aims, Location, and Activities), and key word 

frequency on the content of interventions for NEETs, the vulnerable target group selected for the 

research. 

In addition, data mining and text mining, machine learning techniques,  are used to conduct 

knowledge discovery on Project Information attributes. These machine learning techniques include 

concept extraction, concept mapping, concept categorisation and concept clustering, and 

association rule. Some discovered knowledge has been demonstrated. However, to fully exploit the 

potential of machine learning techniques for automated knowledge discovery, it is crucial to have 

sufficient data/cases representing most typical objects in NEETs interventions.  

Future exploitations and potential impact are discussed, as is the added-value of the analysis on the 

case-based reasoning technique. The unified framework (i.e. case template and similarity measure) 

used in the IDSS to store cases could be adopted and reused to archive other NEETs interventions in 

the documentation at European Commission and in Education research. The four identified key 

attributes, whose weights (importance) can be interactively adjusted, could be used to collect 

weights from different types of users and used to compare NEET interventions in Educational 

research analysis. The knowledge base of case representation incorporated in the dataset is open 

and accessible to researchers and practitioners to support consistent analysis of NEET interventions 

across European countries.  

The report also discusses the lack of documents with adequate evaluation and of sufficient and 

consistent detail in the current literature to support meta-analysis and the development of 

computer-aided intelligent systems. The source code of the IDSS is accessible publicly to support 

future exploitation as more cases become available, and are acquired, cleaned and processed; 

consistent evaluation approaches are available from the literature; and enough cases have been 

documented in a consistent format in the literature. 

 

1 INTRODUCTION 

The ENLIVEN IDSS allows for policy workers to query and retrieve relevant interventions for policy 

making. In order to do so, multiple challenges have to be addressed: 

(1) Because policy work is sparse and spread around multiple projects, multiple institutions (both 

public and private) and multiple countries, there is no unified representation that allows us to 

distinguish them from one another; 
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(2) For the same reasons, there is no way to query them in an effective manner: policy documents 

are of variable type (pdf, Word), variable length (from two-page posters to hundreds of pages 

of analysis) and variable levels of expertise (depending on the author); 

(3) The processing of policy documents is a time-consuming task that could be partially 

automated and simplified. 

This document focuses on the data mining part of the ENLIVEN project, which aims at solving those 

challenges. It is separated into three main sections. In section 2 we focus on describing the ENLIVEN 

dataset, how it was built and some of its statistical properties, as well as the representation designed 

for interventions. In section 3, we focus on documenting data mining approaches used in the ENLIVEN 

project. Section 3 has three subsections: the first one focuses on case-based reasoning for decision 

support in policy making, the second one focuses on using machine learning for semi-automated case 

representation, and the last one focuses on data mining the cases themselves. Finally, section 4 

concludes this document with a set of general recommendations for further work. 

1.1 GLOSSARY 
 

Case-based reasoning 
(CBR) 

An AI methodology that solves problems by reusing the knowledge of 
previously solved problems (cases) which are similar  

Case A formal description of a problem and its solution 
Case base A collection of cases 
CBR cycle When a new problem arises, a CBR system uses previous cases in order 

to solve it. If successful, that new problem is then encoded as a new 
case and added to the case base 

Intelligent decision 
support system (IDSS) 

A system that supports decision making in an organisation 

Natural language 
processing (NLP) 

The automated processing of natural language (text) by algorithms and 
statistical methods 

Similarity  A measure bounded between 0 and 1 that indicates how close to each 
other to objects are, where 0 indicates that they have no similarity at 
all and 1 indicates that those objects are the same.  

Features and attributes In this report, we shall refer to attributes when discussing low level 
descriptors which appear in a document, and features when discussing 
higher level attributes which were generated using human experts.  

 

2 DESIGN METHODOLOGIES OF THE IDSS 

This section details the conceptual and methodological issues for designing and developing the 

ENLIVEN IDSS. Based on the research conducted on case-based reasoning technique as reported in 

D8.1, the design and implementation of IDSS follows an iterative process to continuously develop 

from the raw data collected into an intelligent system. As Figure 1 shows, with the raw data of 

collected project documents on NEETs, often of free text, a database is firstly built, and then 

processed into a case base with a unified case representation, i.e. a consistent template of 78 

attributes. The case base is then extended into a knowledge base with a similarity measure which 

compares the cases based on the unified care representation template. Finally, with an interactive 

user interface and semi-automatic process to learn new projects, the prototype IDSS is established. 
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Figure 1: The concept and methodology to develop IDSS from raw data to an intelligent system 

The IDSS is then recursively enhanced through several rounds of modification based on feedback 

collected from events as part of the project dissemination (detailed in Section 5.1 below). The IDSS 

formally launched at the final conference in September 2019 includes the following functionalities: 

 Admin: administrative features including user management, login and document management. 
- Login: The user can log in and out of the system 
- Add and delete cases: The user can add a case if they are admin 

 Search: searching features on the case base for a policy intervention 
- Search: The user can run a search 
- Show intervention details: The user can click on a case to see more details 

 Nature language processing: semi-automated processing of new cases to be added to the case 
base  

Analyse document: Analyse a document to provide features for a new case. This is not 
directly used by standard users but is called by the Add document feature by Admin users. 
Using machine learning, the system parses the document on a new policy intervention 
uploaded by the Admin user, and makes a best guess at the most likely features. The Admin 
user can interactively decide which features should be added to the ENLIVEN IDSS case base. 

As of in September 2019, the IDSS contains 222 cases of NEET interventions from 10 countries. Future 

exploitation plan, limitations and potential impacts of the ENLIVEN IDSS are discussed in Section 5. 

 

3 STATISTICAL ANALYSIS ON THE CASE FEATURES OF THE DATASET 

Because the ENLIVEN IDSS is a document-driven decision support system, its main goal is the design 

and utilisation of an appropriate representation of documents in order to allow for a fast, complete 

and accurate retrieval of those documents. The representation phase allows the ENLIVEN database to 

be used as a knowledge base, i.e. a set of documents represented in order to bring relevant 

information to the knowledge workers in education policymaking. This section is divided into three 

subsections. In section 2.1, we will document and comment on the basic feature set that was designed 

in order to describe interventions. In section 2.2, we will document and comment on the feature set 

that was designed for retrieval, the reasons behind the choice of its features, and its statistical 

properties. Finally, in section 2.3, we will provide a basic analysis of the source cases. 
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3.1 DESCRIPTIVE FEATURE SET 
The first step of the development of the ENLIVEN IDSS consisted in designing a unified set of attributes 

that can represent any intervention in the context of lifelong learning policies. Those features are 

presented in Table 1, along with their data type (their representation in the physical database) and 

their degree of sparsity. Sparsity refers to the proportion of missing value of a specific feature. It is a 

problem for automated processing and querying of such dataset for the following reason: in a very 

sparse dataset, the probability of two documents being similar is extremely low. This makes searching 

virtually impossible as a query would be equidistant to most documents due to the number of missing 

values.  

FIELD DATA TYPE SPARSITY 
ID Integer number 0.0000 

ProjectName Character string 0.0000 

ProjectDescription Character string 0.0452 

NUTSCode Character string 0.0045 

CODEIntervention_Level1 Character string 0.6516 

Intervention_Level1 Character string 0.0317 

YESNORural Boolean value 0.0045 

YESNOUrban Boolean value 0.0045 

YESNOSociallyDeprived Boolean value 0.0045 

Intervention_Level2 Character string 0.2308 

CODEFundingBody Floating number 1.0000 

FundingBodies Character string 0.2353 

TypeProvider Character string 0.0136 

TypeProviderOther Character string 0.7014 

CostPerParticipant Character string 0.8462 

AimOfIntervention Character string 0.0045 

TargetGroupAgeRange Character string 0.0995 

TargetGroupCharacteristics Character string 0.0588 

InterventionSector Character string 0.2308 

InterventionSize Character string 0.3756 

InterventionStartDate Character string 0.3303 

InterventionEndDate Character string 0.2715 

InterventionDuration Character string 0.4389 

InterventionMainActivities Character string 0.0090 

InterventionOtherActivities Character string 0.5837 

LearningApproachesUsed Character string 0.2262 

Participation_Voluntary/Mandatory Character string 0.2443 

SanctionsApplied Character string 0.8643 

9_ParticipantAgeProfile Character string 0.8507 

9a_Collected_Or_Estimated_data? Character string 0.9593 

9ai_ConfidenceEstimation Floating number 0.9864 

111_PcMaleParticipants Character string 0.9276 

112_PcParticipantEthnicityProfile Character string 0.9412 

11a_Collected_Or_Estimated_data? Character string 0.9638 
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11ai_ConfidenceEstimation Floating number 0.9864 

12_PcParticipantReligion Character string 0.9729 

12a_Collected_Or_Estimated_data? Character string 0.9774 

12ai_ConfidenceEstimation Floating number 0.9819 

131_PcMarriedOrCohabiting Floating number 0.9819 

132_PcParticipantsAreParents Character string 0.9502 

133_PcParticipantsAreLoneParents Character string 0.9638 

13a_Collected_Or_Estimated_data? Character string 0.9729 

13ai_ConfidenceEstimation Floating number 0.9910 

14_PcParticipantSocialClassProfile Character string 0.9593 

14a_Collected_Or_Estimated_data? Character string 0.9819 

14ai_ConfidenceEstimation Floating number 0.9864 

15_PcParticipantWorkExperience Character string 0.9321 

15a_Collected_Or_Estimated_data? Character string 0.9683 

15ai_ConfidenceEstimation Floating number 0.9819 

16_PcParticipantUnemploymentPeriod Character string 0.9412 

16a_Collected_Or_Estimated_data? Character string 0.9683 

16ai_ConfidenceEstimation Character string 0.9729 

171_PcNone Character string 0.9548 

172_PcLevel1 Character string 0.9457 

173_PcLevel2 Character string 0.9457 

174_PcLevel3 Character string 0.9412 

175_PcLevel4 Character string 0.9638 

176_PcLevel5+ Character string 0.9638 

17a_Collected_Or_Estimated_data? Character string 0.9729 

17ai_ConfidenceEstimation Character string 0.9774 

PcDisabledParticipants Character string 0.9367 

PcMigrantParticipants Character string 0.9864 

18_PcParticipantsCompletingProgramme Character string 0.8009 

18a_IntermediateOrProvisionalOrFinalised_Data? Character string 0.9683 

19_PcParticipantsSecuringFormalEdu Character string 0.8371 

19a_IntermediateOrProvisionalOrFinalised_Data? Character string 0.9774 

PcParticipantsMovingIntoPaidEmployment Character string 0.7919 

20_PcParticipantsSecuringEmploymentMT35PW Character string 0.9502 

20a_IntermediateOrProvisionalOrFinalised_Data? Character string 0.9412 

21_PcParticipantsSecuringSustainedEmployment Character string 0.9231 

21a_IntermediateOrProvisionalOrFinalised_Data? Character string 0.9548 

22_PcParticipantsAttendingJobInterview Character string 0.9593 

22a_IntermediateOrProvisionalOrFinalised_Data? Character string 0.9683 

23_PcParticipantsSecuringWorkPlacement Character string 0.9593 

23a_IntermediateOrProvisionalOrFinalised_Data? Character string 0.9729 

24_PcParticipantsMoreOptimisticJobFinding Character string 0.9321 

24a_IntermediateOrProvisionalOrFinalised_Data? Character string 0.9774 

25_PcParticipantsReportingConfidenceGain Character string 0.9231 
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25a_IntermediateOrProvisionalOrFinalised_Data? Character string 0.9683 

ParticipantAttributesDeveloped Character string 0.9729 

27_InterventionSuccessGrade Floating number 0.8597 

27a_Reasons Character string 0.6425 

IsInterventionConsideredValuable Character string 0.9412 

ImprovementsSuggested Character string 0.7511 

NegativeOutcomes Floating number 0.9819 

ReferencesAndLinks Character string 0.9774 

Email Character string 0.9729 

OtherCategoryOfInterest Character string 0.5385 

Links Character string 0.2398 

ReferencesUsed Character string 0.2127 
Table 1: Unified set of attributes for policy interventions 

We can observe multiple families of features. Some features characterise the intervention itself, while 

some are indicators of the quality of the intervention and some act at a meta level, focusing on its 

documentation (e.g. ReferencesAndLinks, ReferencesUsed, etc.).  The features describing the 

intervention can also be categorised in multiple subtypes, from features describing the way the 

intervention worked, to features describing the target groups of the intervention and features 

describing its outcomes. 

3.1.1 Sparsity of descriptive attributes 

In Figure 2, we rank the degree of sparsity (ratio of empty values for a given attribute) of each 

attribute in an increasing order and plot it against a progressive X axis. This figure shows us that less 

than a third of the descriptive features have a degree of sparsity of less than half. 

 

Figure 2: Ranked sparsity of the descriptive attributes 

 

We can also see that the degree of sparsity varies from feature to feature, with some features being 

balanced while some other being mostly null values throughout the dataset.  
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3.2 RETRIEVAL FEATURE SET 
The high level of sparsity in the descriptive attributes of the ENLIVEN dataset stop them from being 

an effective way of querying the dataset. For this reason, four high level features were designed for 

the sole purpose of indexing and retrieval by expert. Similar systems exist in the biomedical literature 

in the form of PICO frame (Schardt, 2007), where a study is described using four indicators: 

 Population 

 Intervention 

 Comparison 

 Outcome 

Drawing similarities with this approach, and following a large collaborative work, four features were 

designed to describe interventions in the context of ENLIVEN: 

 Target group 

 Activity 

 Aim 

 Location 

A good discriminative feature needs to be distributed in such a way that not all documents have the 

same value (they would have no discriminative power). In this this section we examine the distribution 

of those features, and compute their discriminative power using information entropy (Shannon, 1948). 

 

 

3.2.1 Distribution of retrieval features 

In this subsection we examine the distribution of the retrieval features, which are  

3.2.1.1 Target group 

In Figure 2, we plot the number of occurrences of each target group (represented by their 

identification number on the X axis) in all policy cases. Note that it sums up to a value greater than 

the total number of cases, because any case can be linked to more than one target group. We can 

see that the target group is mostly balanced except for one value that overpowers all the others, 

which is the target group with ID of 16: “young people who are unemployed”. 
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Figure 3: Distribution of target groups 

However, target groups of different types were grouped in similar categories, which led to the 

decrease from 40 different values to 11 different target group categories, as evidenced in Figure 3. 

This clustering of target groups allows us to retrieve meaningful relationships in the data: for example, 

when searching for an intervention focusing on a culturally-defined target group, it helps the user to 

also retrieve documents pertaining to cultural target groups which are different from the one that was 

searched for. By this process, we allow the system to avoid sending an empty result page to the user.  

 

Figure 4: Distribution of target group categories 

3.2.1.2 Activity 

Activity is not as balanced as target group, and even without the clear outlier (“Work experience”) we 

can see from the frequency histogram in Figure 4 that some activities tend to be preferred.  
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Figure 5: Distribution of activities 

Grouping those activities into activity categories reduces slightly that inequality, as can be seen in the 

Figure 5, where only “None” (a catch-all category for activities that do not fit in the rest of the 

categories) and “employability” are significantly less frequent than the rest of the potential values. 

 

Figure 6: Distribution of activity categories 

3.2.1.3 Aim 

Similarly, for Aim, a clear outlier “Develop employability” is twice as frequent as the second most 

frequent activity (Figure 6). The rest of the distribution is very similar to the distribution of Activity 

and is relatively unequal. 
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Figure 7: Distribution of aims 

Grouping those features into categories reveals a much more equal distribution, as evidenced by 

Figure 7, where there is a high uniformity except for one feature value, None, which is the catch-all 

values for all values which do not fit with the other categories. 

 

Figure 8: Distribution of aim categories 

3.2.1.4 Location 

Finally, Figure 8 shows that location is biased towards two countries: United Kingdom and United 

States, while some countries are not represented at all due to their cases being removed during the 

project. While statistically a similar clustering of those values could help remedy the imbalances, there 

is still a different enough cultural context to justify keeping the countries completely separate. 
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Figure 9: Distribution of locations 

3.2.1 Discriminative power of the retrieval features 

There are multiple ways to describe the discriminative power of a feature. In this section, we analyse 

our dataset using the most common way, which is using the information gain ratio. In this section we 

explain the notion of entropy, and its meaning within the context of ENLIVEN.  

Information entropy 

Intuitively, information entropy, defined by (Shannon, 1948), was designed to measure the amount of 

surprise generated by a collection of possible outcomes. For example, consider the possible events 

[rain, sunny] associated to the probability distribution [1, 0], meaning that there is no chance of sun 

and a 100% probability of rain. The information entropy of such system of 0, because the outcome of 

the event is always certain. Conversely, if the probability distribution was [0.5, 0.5], then the 

information entropy of such system would be maximal, because the amount of surprise is maximised. 

For a system with N outcomes, the entropy is defined in Equation 1. 

 
𝐻 =  − ∑ 𝑃𝑖 log 𝑃𝑖

𝑁

𝑖

 (1) 

 

Where 𝑃𝑖, … , 𝑃𝑁  indicates the probability of outcome 𝑖, which is calculated empirically by measuring 

the ratio of the number of times outcome 𝑖 has happened by the number of times any outcome has 

happened. Taking Location as an example, 𝑃𝐹𝑟𝑎𝑛𝑐𝑒 would measure the number of interventions 

concerning France, divided by the total number of interventions. 

Discriminative power of each feature 

Using the formula above, the following results (truncated for readability) apply to our retrieval 

features 

 Target group  

o Before grouping features: 8.10 bits 

o After grouping features: 2.27 bits 

 Activity 

o Before grouping features: 8.02 bits 

o After grouping features: 2.07 bits 



 

16 
 

 Aim 

o Before grouping features: 8.02 bits 

o After grouping features: 2.25 bits 

 Location 

o An information entropy of 7.66 bits 

We can observe that all features have a similar degree of entropy, which shows that the grouping in 

feature categories yielded consistent results for all the features except for Location, which is not 

grouped. 

3.3 CONTENT ANALYSIS OF SOURCE CASES 
In this section we provide a basic analysis of the content of the cases in order to gather a deeper 

understanding of the dataset we are working with. We do so using a word cloud and a ranking of terms 

used in the description of each project.  

A word cloud is a visualisation technique that displays significative terms extracted from text data by 

positioning the most important ones (in terms of frequency) towards the centre of the cloud and 

using a larger font. We show in Figure 9 a word cloud of the terminology used in programme title 

and description. 

 

Figure 10: Word cloud of project descriptions 
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We can see from this word cloud that the most used words relate to youth, work, education and 

training. This can also be observed in a frequency analysis presented in Figure 10, which shows a 

frequency distribution of the most frequent words in project descriptions. 

 

 

Figure 11: Term distribution in descriptions 
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4 AVENUES FOR DATA MINING IN ENLIVEN 

4.1 CASE-BASED REASONING 
Case-based reasoning (CBR) is an AI methodology that models expert knowledge in the form of a case 

base, i.e. a repository of past experiences that can be reused when faced with future problems. In this 

section we will go over the general form of CBR (origin, intuitions and explanation of the CBR cycle), 

before moving on to CBR as it is used in the context of the ENLIVEN IDSS, and finally the limitations of 

CBR for the ENLIVEN project. 

4.1.1 General form of CBR 

CBR is a general reasoning method usually made of four steps: 

 Retrieval. Given a new problem faced by a system, the system retrieves a set of relevant cases 

(previously solved problems which are similar to it). Cases are built from the definition of a 

problem and the definition of its solution, with optionally meta annotations on the solution 

and its measure of success. 

 Reuse. Given this set of cases and the new problem, the CBR system must build a new solution 

from pieces of those existing ones in a way that is likely to be effective.  

 Revision. Given this new solution, the CBR system must finetune it to the problem. 

 Retain. Once the solution has been created and finetuned to the problem, its outcome needs 

to be measured. The problem, solution and outcome are then stored as part of the case base, 

enriching the memory of the CBR system. 

This process relies on the definition of a domain-specific notion of similarity. Similarity can be defined 

in the context of structured data (e.g., database) and unstructured data (e.g., text). 

4.1.2 CBR with ENLIVEN 

A document-driven intelligent decision support system (IDSS) supports the decision-making process 

by providing relevant documents in a timely manner to the knowledge workers involved in that 

process. ENLIVEN is a document driven IDSS focused on decision making in the context of policy 

interventions for NEETS in lifelong learning. Such a specialised IDSS has a specific set of challenges to 

solve in order to prove useful for its target users: (1) documentation for cases is rare, sparse, and 

spread throughout several document databases or even throughout the same document; (2) there is 

no common representation for all those interventions, which makes it virtually impossible to compare 

them on a larger scale. 

The ENLIVEN IDSS aims to target those weaknesses by providing a common repository and a common 

representation that allows us to index and retrieve relevant documents based on a restricted set of 

features that were determined to be sufficient to distinguish policy intervention, as well as an expert-

designed similarity metric. Additionally, NLP-enabled software tool will assist users in the retain phase 

of the CBR cycle, by helping users to add new cases to the system and advising them on their 

representation. 

4.1.3 Limitations 

CBR has two limitations in the context of ENLIVEN, which we discuss in this section: the issue of 

concept drift, and the lack of outcome data. 
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Concept drift 

Text mining approaches rely on many assumptions, one of them being that words mean the same 

thing in the beginning of the system and at the end of life of the system. This assumption can be 

reasonable in most usages but does not necessarily hold in fields with fast paced changes. For example, 

a change that would have an impact on the case representation would require a redesign of the entire 

system. In the IDSS developed in the ENLIVEN project, concept drift manifests itself by a changing 

terminology and a changing context: reports are static, and are typically not revisited by their authors 

years or decades after their writing. This creates an issue when the terminology for common concepts 

in education or in technology changes rapidly. For example, can “training” in an age where it can be 

beamed straight onto almost any modern mobile device be compared to “training” when one had to 

own a car and drive to the nearest city in order to receive such training? Such changes are accelerating 

with the adoption of technology and its impact on the documentation that is generated to support 

interventions cannot be understated. 

Lack of outcome data 

CBR assumes that cases will be selected at the retrieve stage according to the favourability of their 

outcome. Due to the lack of and inconsistent evaluations in the literature of NEEs interventions, the 

IDSS developed in the ENLIVEN project could not register any quantitative evaluation of the outcome 

of the interventions. This means that even though interventions are retrieved, there is no way to know 

whether one should use or avoid an existing intervention.  

4.2 SEMI-AUTOMATED CASE REPRESENTATION 
The case base maintenance is an essential step of the system learning. A document based IDSS learns 

by enriching its case base with new cases covering problems that were never seen before. However, 

reading and deciphering large policy documents is a tedious task which needs to be partially 

automated to be viable. Administrators of the system can upload a document to the system in order 

to add a new case. The document goes through three steps: the extraction step recovers the words 

contained in the document, the representation step produces a vector representation from those 

words, and the classification step produces a classification (here by selecting the most likely feature 

value) from the vector representation previously selected. In this section we will start by introducing 

machine learning for text processing purposes, before diving in more details in how we are using it in 

the context of ENLIVEN. 

 

4.2.1 Machine learning for text 

The process of supervised learning contains specific steps which are common to most problem 

domains and techniques. We illustrate in Figure 11 an overview of the machine learning process. The 

first step is the preprocessing and splitting of the original dataset. The preprocessing consists in 

turning the text into a format that can be efficiently parsed by a machine learning algorithm, including 

tokenisation (recognising individual units of interest within the text, whether they are unigrams, 

bigrams or more complex structures), annotation (adding contextual information to those tokens in 

order to disambiguate or enrich the text), vocabulary standardisation (replacing terms with their roots 

or stems in order to not have to deal with variations of the same words), and finally filtering (removal 

of stopwords which are deemed to not be useful for the classification process due to their 

omnipresence. Once that preprocessing is done, the dataset is split into a training set and a test set. 

The training set will be used for feature selection and model building, while the test set is kept aside 

in order to evaluate the generalisation capabilities of the model that we learned. Note that the 
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features used for the machine learning models are different from the attributes used for case 

representation. 

 

Figure 12: The supervised machine learning workflow 

The second step of the process is text representation. Most non-symbolic machine learning algorithms 

require their input data to be numerical in order to perform model inference. Two common schemes 

for text data are sequential representation, where text is represented as a tensor of variable length 

depending on the length of the input, and non-sequential representation, where text is represented 

as a tensor of fixed size. Representation is a key step in that it defines the vector space in which the 

learning algorithms will have to learn, and therefore having a few key features can make or break the 

performance of a machine learning algorithm. 

The third step is model building. During this step, the machine learning algorithm uses the processed 

training set in order to build a model of the data that can be used to produce predictions over unseen 

data.  

Finally, the fourth and final step is the model validation phase. The fitted model is used in conjunction 

with the processed testing set in order to compute performance metrics. Typical performance metrics 

include the average misclassification rate (when the dependent variable is categorical), the average 

distance from prediction to ground truth (when the dependent variable is numerical), and probabilistic 

distance metrics (when the dependent variable is a probability distribution). 

4.2.2 Application of machine learning to ENLIVEN 

When applied to knowledge engineering in ENLIVEN, each phase of the machine learning workflow 

can be mapped to part of the software. 

Extraction (preprocessing) 

The document that the user chooses to upload is stored in a case base folder and passed through a 

content extractor, which tests for different extensions and extracts the words contained in the 

documents accordingly. The output of this step is a vector of character strings in the order displayed 

in the document. 
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Representation 

The representation step takes as inputs vectors of words and outputs a representation that can be 

directly fed into a machine learning algorithm. In this case, the representation chosen is a bag-of-

words. The bag-of-words model is a representation of documents as vectors in a high dimensional 

vector space induced by a vocabulary. In order to represent documents in a common representation, 

the vector space is induced from the union of the vocabulary of all the documents, each dimension of 

the vector space being one of the terms of that vocabulary and its numerical value being a function of 

the frequency of that term in the document in question. It is quite common to keep that vocabulary 

voluntarily restricted, and the two ways to deal with unknown terms observed at test time are to have 

an unknown token that absorbs all cases of new vocabulary, or more commonly to simply ignore those 

cases. 

The second step of document representation once the features (terms) have been acquired is their 

transformation and/or filtering in order to represent their actual importance in the training set. This 

is typically known as feature weighting, or in this case term weighting. The most popular and effective 

term weighting techniques are the following: 

Binary weighting: each term is either present or absent from a document as shown in Equation 2. This 

has the advantage of putting large and small documents on the same footing, so that two documents 

of marginally different size but with a common topic will be represented close to each other in the 

vector space. 

 
𝑏𝑤(𝑡, 𝑑) =  {

1, 𝑖𝑓 𝑓(𝑥, 𝑑) > 0
0, 𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒

 (2) 

 

Frequency weighting: each term is weighted by its raw frequency in the document as shown in 

Equation 3. The main appeal of this weighting technique is that it creates more nuance when 

representing large documents, where terms which are very frequent in such documents will end up 

being a lot more important than less frequent terms. Conversely, its main drawback is that this 

frequency difference can be overstated, where a frequent term might be hundreds of times more 

frequent than the least frequent term.  

 𝑓𝑤(𝑡, 𝑑) = 𝑓(𝑡, 𝑑) (3) 
 

Log frequency weighting: each term is weighted by a function of the raw frequency in the document 

as shown in Equation 4. This solves the main drawback of frequency weighting by logarithmically 

scaling term frequencies, which means that even a very frequent term will never be more than a few 

times as important as a less frequent one.  

 𝑙𝑓𝑤(𝑡, 𝑑) = log (1 + 𝑓(𝑡, 𝑑)) (4) 
 

Tf-idf: each term is weighted using a transformation of the raw frequency multiplied to the inverse 

document frequency of that term log(N/n) where N is the number of documents and n the number of 

documents that contain that term, as shown in Equation 5. The inverse document frequency (idf) 

represents the discriminative power of a term, so that a term that is present in almost every single 

document will be pulled toward 0. The tf-idf weighting scheme overcomes some of the limitations of 

log frequency weighting, such as the fact that terms which appear in every single document might 

have a higher score than terms which only appear in a few despite the fact that appearing in every 
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document means that those terms cannot be used to discriminate between documents and are thus 

of no use for text mining. 

 
tf-idf(𝑡, 𝑑, 𝑛, 𝑁) = log(1 + 𝑓(𝑡, 𝑑)) ⋅ log (

𝑁

𝑛
) (5) 

 

Example. We illustrate this using a tf-idf weighting on three documents. Let us assume that the 

training dataset contains the following documents: 

• D1 = “I do not like cats, they are mean.” 

• D2 = “That film was wonderful.” 

• D3 = “Presidents are not as honourable as they used to be.” 

The complete vocabulary of the training set, after lemmatising (using the semantic root of words to 

represent them) and removing stopwords would be: 

{I, not, like, cat, they, (to) be, mean, film, wonderful, president, honourable} 

Now, we can use that vocabulary to represent all of the documents as follows, where the frequencies 

are shown in Error! Reference source not found., the document frequencies are shown in Error! 

Reference source not found., and finally the tf-idf scores resulting from these two scores are shown 

in Error! Reference source not found.. 

 

Table 2: Term weighting example (frequencies) 

 

Table 3: Term weighting example (document frequencies) 

 

Table 4: Term weighting example (tf-idf) 
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Resulting from this, the final representation for the documents would end up being: 

 D1 = [0.33, 0.33, 0.33, 0.33, 0.122, 0, 0.33, 0, 0, 0, 0] 

 D2 = [0, 0, 0, 0, 0, 0, 0, 0.33, 0.33, 0, 0] 

 D3 = [0, 0, 0, 0, 0.122, 0, 0, 0, 0, 0.33, 0.33] 

Classification 

The final step is the classification, which was done using a Support Vector Machine and a One-R 

baseline (which always selects the majority class, as a baseline measure of performance). Support 

vector machines are powerful margin maximisers which are often ranked at the top of machine 

learning benchmarks (Fernández-Delgado, 2014). They operate by learning how to separate objects in 

multiple categories by finding a hyperplane that maximises the margin between itself and objects of 

each category. An illustration is shown in Figure 12.  

 

Figure 13: Linear maximum margin separator 

Using a class of function known as kernel functions and a change in the optimisation process used to 

find it, the margin can be extended to non-linear cases such as the one illustrated in Figure 13. 
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Figure 14: Non-linear maximum margin separator 

SVMs can be extended to more than two classes by modelling the classification of N classes as N 

classifications of two classes, thus learning N hyperplanes. Figure 14 illustrates an example of this 

using three classes and therefore three hyperplanes. 

 

Figure 15: Non-linear maximum margin separator for N classes 

4.2.3 Limitations 

One of the crucial limitations of machine learning approaches is their data centricity. Good models 

require an amount of data that is large enough that it can represent most typical objects. This is 

inherently difficult to achieve when the objects to be classified are costly to produce (e.g., running 

complex and lengthy interventions). Not only are there fewer datapoints than necessary, but there is 

also no incentive for those data points to be produced randomly and independently, which directly 

goes against one of the basic assumptions in machine learning: the data is generated under the iid 
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(independently and identically distributed) assumption. Those issues could be overcome with a 

sufficient amount of data. 

4.3 KNOWLEDGE DISCOVERY IN THE ENLIVEN CASES 
This section of the report aims to consider the following research question proposed in WP 8 of the 

ENLIVEN grant agreement: 

“How to conduct data mining on the case studies based on the knowledge base in the Case Based 

Reasoning (CBR) system?” 

An initial knowledge base of the case studies was created within a spreadsheet (Excel 2013) before 

importing it into the IDSS.  The initial knowledge base was used as a source for the data mining as 

Excel is a standard data mining input format.   At the beginning of WP8 several data mining tools were 

assessed (i.e. WEKA (Frank, Hall and Witten, 2016), R (R Core Team, 2017) and IBM SPSS Modeler (SPSS 

Inc. 2016)) and SPSS was chosen as it combined a choice of algorithms with a user-friendly interface. 

As described in Section 2.1. “Descriptive feature set” of the case study attributes are placed within 

three groupings:  

(1) Project information attributes,  

(2) Project participant’s attributes and  

(3) Project outcomes attributes.   

Data mining was applied to the Project information attributes as most data was available for this 

attribute group.   

Within this group the following attributes were considered as interesting sources for data mining:  

Project Description (95.5% complete), Aim of Intervention (100% complete), Characteristics of target 

group (including barriers) (94.5% complete), Main Activities of Intervention (99% complete), Learning 

approaches used (77.7% complete), Intervention Level 1 – (Regional/National) (78.2% complete), 

Intervention Sector (78.1 % complete), NUTS Code Levels 1/2 (99.5% complete), Participation - 

Voluntary/Mandatory (76.8% complete).   

The first six of these attributes (Project Description to Learning approaches used) consist of textual 

data.  The remaining attributes contain categorical data, e.g. binary categories such as 

Regional/National or multiple categories such as country code categories.  Due to the nature of the 

attributes, an initial analysis consisted of text mining was conducted to locate interesting patterns 

within the data and to structure the data in order to apply data mining.  

Text mining captures key concepts and themes and uncovers hidden data relationships.  The 

subsequent text mining techniques were applied in this research to each of the chosen Project 

information attributes: concept extraction, concept categorisation and concept clustering.   Concepts 

are extracted using linguistic knowledge and categorised by applying rules based on language 

structure.  Concept clustering is derived from co-occurrence, i.e. how often the concepts appear 

together within the same record set (knowledge base in this research) and how often they appear 

together in the same record (case). 

Data mining was applied to consider relationships between the attributes in order to identify common 

and different measures, and good practice within the case studies.  SPSS provides several data mining 

algorithms from which the association rule technique was selected as this enables interesting relations 

between attributes to be discovered without restricting the results to a single attribute type. 
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4.3.1 Concept Extraction 

Concept extraction uncovers and extract salient concepts from text.  Concept extraction is based on 

the analysis of words, phrases, and syntax of text.  SPSS contains proprietary internal libraries to 

perform extraction.   For each piece of text, a list of concepts is generated together with statistical 

information about the concepts. Concept extraction was performed on each of the chosen Project 

information attributes within the IDSS knowledge base in SPSS. Noteworthy results are shown in 

Figures 15 and 16.  “Global” refers to the number of times a concept appears in the knowledge base.  

For this research “Docs”   denotes the record count, meaning the number of records or cases in which 

the concept appears. 

Figure 1 indicates that the most common subject area for which the NEET interventions in the 

knowledge base provide education or training is “basic programmes”, which comprises basic 

numeracy and literacy skills (provided by 23% of cases). 

 

Figure 16: Concepts extracted from intervention sector 

Figure 16 shows the most frequent activity offered by the NEET interventions is “work experience” 

(23% of cases) followed by “training” (10% of cases).  The concept “job” is derived from the phrases 

“supporting a first job” and “first job for NEETs”.  “Developing relevant labor” is part of the phrase 

“Developing relevant labor market skills”. 

 

Figure 17: Concepts extracted from main activities of intervention 

SPSS enables relationships between pairs of concepts to be displayed through the provision of a 

mapping facility.   The relationships are measured using co-occurrence which is calculated as: 

𝑠𝑖𝑚𝑖𝑙𝑎𝑟𝑖𝑡𝑦 𝑐𝑜𝑒𝑓𝑓𝑖𝑐𝑖𝑒𝑛𝑡 =
(𝐶𝐼𝐽)2

(𝐶𝐼 × 𝐶𝐽)
 

The measure consists of the number of cases in which a concept pair occurs compared to the number 

of cases for which each concept in the relationship occurs individually.   CI is the number of records 

(cases) in which the concept I occurs. CJ is the number of cases in which the concept J occurs.  CIJ is the 
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number of cases in which both the concepts I and J occur in the set of documents.  Interesting 

relationships found are shown in figures 17 to 21. 

Concept maps show how concepts are interrelated, indicating the concepts related to a chosen 

concept.  Figure 17 shows the concept map for “barriers” extracted from the attribute “Characteristics 

of target group”, occurring in 3% of the cases.  This concept map suggests that living in small 

settlements, small towns or villages, having parents with low or no education, early marriages and 

having a low social background are NEET characteristics. 

 

Figure 18: Concept "barriers" extracted from attribute "characteristics of target group" 

Figure 18 displays a concept map for “Roma” (extracted from the attribute “Characteristics of target 

group” and occurring in 3% of the cases), which has several concepts in common with the “Barriers” 

concept map (Figure 19).  Roma people are an ethnic minority, believed to have originated in India, 

primarily inhabiting Central and Eastern Europe with smaller populations in other regions. 

 

Figure 19: Concept “Roma” extracted from attribute “characteristics of target group” 
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The concept map for “training” is shown in Figure 19 (attribute “Main activities of Intervention”and 

occurring in 10% of the cases).  The activity “training” co-occurs within the interventions with the 

activities “mentoring” and “counselling” and is also strongly linked with “vocational education”. 

 

Figure 20: Concept “Training” extracted from attribute “main activities of intervention” 

The “Vocational education” concept extracted from the attribute “Learning approaches used” occurs 

in 9% of case.  The concept map (Figure 20) suggests that several of the interventions combine 

vocational education with paid work experience.  

 

Figure 21: Concept “Vocational education” extracted from attribute “Learning approaches used” 

4.3.2 Concept Categorisation 

SPSS automatically groups concepts into categories through combining results from the following 

linguistic techniques: concept root derivation, concept inclusion and semantic network. Concept root 

derivation creates categories by grouping concepts which have the same word stem or root, e.g. “skill”, 

“skills”, “skilled”.  Concept inclusion detects concepts which are included within concepts comprised 

of more than one word.  For example, if the concepts “education” and “vocational education” are 

extracted the algorithm recognises that “vocational education” is a kind of “education” and groups 

these two concepts together. The semantic network technique creates categories of synonyms or 

hyponyms (“is a” relationships). For example, “peer support” is a synonym of “mutual support”.   “Soft 

skills training” is a hyponym of “education”.  SPSS creates category hierarchies.  Interesting category 

results discovered from the Project Information attributes are shown below (Figures 21 to 10). 
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The category “education, training and development” has been derived from the attribute “Main 

activities of intervention”.  The contents indicate the types of education and training offered by the 

interventions in the knowledge base (Figure 21), showing that a wide range of education and training 

is offered by the interventions. 

 

 

Figure 22: Category “education, training and development” derived from “Main activities of intervention” 

The category “skills” has been derived from the attributes “Main activities of intervention” and 

“Learning approaches” (see Figure 22 below).  Removing duplicates, synonyms and descriptive terms 

it was found that the interventions offer activities to aid participants in gaining the following skills: 

 basic literacy and numeracy skills 

 behavioural skills 

 communication skills 

 employability skills 
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 ICT skills 

 job search skills 

 leadership skills 

 life skills 

 media skills 

 occupational /work-related skills 

 personal / soft / social skills 

 team building 

 technical skills 
 

Main activities of intervention Learning approaches used 

 

 
Figure 23: Category “skills” derived from “Main activities of intervention” and “Learning approaches used” 

Two equivalent categories, “programme” “education, training and development/ program”, were 

derived from the attributes “Project Description” and “Aim of Intervention” (Figures 23 and 24).  After 

cleaning the data, it was discovered that the following types of intervention programme existed in the 

knowledge base: 

 apprenticeship programme 

 communities programme 

 employment programme 

 introductory programme 
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 mandatory programme 

 micro-business programme 

 regional programme 

 teaching programme 

 technical programme 

 VET diploma programme 

 vocational/VET programme 

 voluntary engagement programme 

 wilderness programme 

 

Project Description “program” Project Description “education, training and 
development/ programme” 

 

 

 

Figure 24: Categories “programme”  and  “education, training and development/ program”,  derived from “Project 
Description” 
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Aim of Intervention “program” 

 
Figure 25: Categories “programme” and  “education, training and development/ program”,  derived from “Aim of 
Intervention” 

SPSS created the category “support” from the attributes “Project Description”, “Aim of Intervention”, 

“Main Activities of Intervention” and “Learning approaches used” (Figures 25 and 26).  From this 

information the interventions in the knowledge base were found to offer the following types of 

support: 

 academic support 

 business development support 

 childcare support 

 employability support 

 financial/ income support 

 housing support 

 individual support 

 job search support 

 mutual / peer support 

 support for women 

 support for young migrants 

 tailored support 

 transitional support (into education, employment or training) 

It is interesting to note that the findings do not include “in work support”.  Practitioners at the 

TalentMatch Young and Successful (YaS) project have stated they provide this kind of support although 

it was not mentioned in the source data for the IDSS.  However, it appears that this kind of support is 

not routinely provided. 
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Project Description Aim of Intervention 

 

 

Figure 26: Category “support” derived from “Project Description” and “Aim of Intervention” 

Main Activities of Intervention Learning approaches used 

 

 
Figure 27: Category “support” derived from “Project Description” and “Aim of Intervention” 
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4.3.3 Concept Clustering 

Clusters are generated in SPSS through measuring co-occurrence calculated from the algorithm given 

in section “Concept Extraction”.  Similar concepts are aggregated into clusters until the maximum 

number of concepts per cluster and links between concept pairs is reached. For this research the 

default settings of 10 concepts per cluster and 20 links between concept pairs were used.  Clusters 

names are allocated by assigning the name of the concept with the highest number of links within the 

cluster.  SPSS lists clusters in descending order of similarity coefficients, i.e. uppermost clusters have 

concepts which are more closely related than lower clusters. 

Clusters generated from the attribute “Main Activities of Intervention” and the top cluster from 

“Learning approaches used” were found to be of interest.  Figure 27 shows the “Main Activities of 

Intervention” cluster list.  The column “Concepts” indicates the number of concepts within a cluster. 

 

Figure 28: Clusters generated from “Main Activities of Intervention” 

Figure 27 indicates the principal foci of the activities offered to participants by the interventions in the 

knowledge base.   The cluster “job” relates to work experience activities.  The cluster “development” 

is concerned with development of soft skills. 

SPSS offers the facility to view concepts within a cluster.  A concept web graph is shown for 

“development” in figure 28 in order to provide more insight into the contents of this cluster.  Internal 

links are links between concept pairs within a cluster. External links occurs when one concept pairs 

are linked across separate clusters. This cluster suggests that the intervention providers consider that 

for development of soft skills to occur, learning of social skills within the community should also take 

place. 
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Figure 29: Clusters “development” generated from “Main Activities of Intervention” 

The top cluster generated from the attribute “Learning approaches used” was “appropriate work 

placement” and contained 10 concepts (figure 29).  All links within this cluster have a similarity 

coefficient of 100 (the concepts are strongly related). 
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Figure 30: Clusters “appropriate work placement” generated from “Learning approaches used” 

Figure 29 shows that practice within the interventions dictates that an appropriate work placement 

should consider matching a participant’s training needs with host company requirements.   An 

appropriate work placement should include counselling and the assignment of a supervisor. Suitable 

host companies are placed on a register of enterprises.  Work placements are implemented by 

certified vocational training institutions/providers.  “Counselling” refers to guidance and counselling 

of participants by a work placement supervisor who oversees the participant for the entire duration 

of the placement. 

4.3.4 Association Rule Extraction 

An association rule states that if an antecedent (or a list of antecedents) occurs then a consequent is 

likely to co-occur, e.g. if a person buys tea and sugar then they will probably also buy milk, i.e. 

If {antecedent(s)} then {consequent} 

If {tea, sugar} then {milk} 

SPSS employs the Apriori algorithm to discover association rules.    The algorithm is based on the 

principle of “if an itemset is infrequent, then all its supersets must also be infrequent”. For example, 

if {coffee} was found to be infrequent it follows that {coffee, sugar} would equally, or even more, 

infrequent.  So when gathering information to create the rules there is no need to consider {coffee, 

milk} or other itemset configuration that contains coffee.  
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The Apriori algorithm requires categorical data inputs.  This meant that the algorithm could be applied 

to the following Project Information attributes: Intervention Level 1 – (Regional/National), 

Intervention Sector, NUTS Code Levels 1/2, Participation - Voluntary/Mandatory.    The NUTS code 

Levels 1/2 were converted to country names to create larger categories for analysis (by merging levels 

1 and 2).  In addition, the attribute “Characteristics of target group (including barriers)” was 

categorised so that the information it contained could be analysed.  SPSS concept categorisation was 

applied, and the categories created were manually refined to remove irrelevant data and to provide 

descriptive names.  Resulting categories are shown in Figure 30 below. 

 

Table 5 shows the most frequent attribute values discovered by the Apriori algorithm. For conciseness 

the attribute “Characteristics of target group (including barriers)” is renamed “Target Group”. 

Attribute name and value % Records with this value 

Intervention Level = National 61.36 

Target Group = Young people 46.82 

Intervention Level = Regional 38.64 

Participation = Voluntary 30.45 

Intervention Sector = Basic Programme 17.73 

Country = United Kingdom 17.27 

Country = Australia 10.00 

Target Group = Disability/Health problems 8.18 
Table 5: Most frequent attribute values derived from the case studies 

Table 5 indicates that most of the case studies in the knowledge base have a national scope (61%).   
The table also suggests the main specific target group focused on by the case studies is 
“Disability/Health problems”.  This group encompasses people with physical and learning disabilities, 
mental health issues and ill health problems. 

Rules derived from the most frequent attribute values by the Apriori algorithm are shown in Table 6 
(below).  Only rules with a confidence value greater than 50 % are shown.  Confidence is the probability 
that when a rule’s antecedent occurs, the rule’s consequent will also occur, i.e. it's the percentage of 
predictions based on the rule that are correct.  Confidence values less than 50% are attributable to 
chance. 

Rule Confidence (%) 

Figure 31: Categories created from “Characteristics of target group (including barriers)” 
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If Country = Australia and Intervention Sector = Basic Programme 
Then Intervention Level = Regional 

100.00 

If Country = United Kingdom and Target Group = Disability/Health problems  
Then Participation = Voluntary 

100.00 

If Country = Australia  
Then Intervention Level = Regional 

81.82 

If Intervention Level = National and Target Group = Disability/Health problems 
Then Participation = Voluntary 

78.57 

If Participation = Voluntary and Target Group = Disability/Health problems 
Then Country = United Kingdom 

78.57 

If Target Group = Disability/Health problems 
Then Participation = Voluntary 

77.78 

If Intervention Sector = Basic Programme 
Then Participation = Voluntary 

74.36 

If Intervention Level = National and Country = United Kingdom 
Then Participation = Voluntary 

74.19 

If Country = United Kingdom 
Then Participation = Voluntary 

73.68 

If Intervention Level = Regional and Intervention Sector = Basic Programme 
Then Participation = Voluntary 

68.97 

If Intervention Level = National and Participation = Voluntary 
Then Country = United Kingdom 

67.65 

If Target Group = Disability/Health problems 
Then Country = United Kingdom 

61.11 

If Intervention Level = Regional and Country = Australia 
Then Intervention Sector = Basic Programme 

61.11 

If Country = United Kingdom and Target Group = Young people 
Then Participation = Voluntary 

61.11 

If Intervention Level = Regional and Participation = Voluntary 
Then Intervention Sector = Basic Programme 

60.61 

Table 6: Association rules extracted from the case studies 

Table 6 suggests that intervention programmes in Australia are conducted at a regional level (see the 

first association rule).  This is probably because Australia is governed by a commonwealth. 

Unsurprisingly, participation in intervention programmes appears to be voluntary for people with 

disability and health problems as it would be both impractical and socially unacceptable to require 

attendance from this group of people.  Participation in basic programmes also looks to be voluntary.  

The results imply that UK interventions are aimed at people with disability and health problems (see 

second association rule) whereas those in Australia focus on offering basic skills in literacy and 

numeracy (first association rule). A possible explanation for this difference is that in the UK the 

proportion of 16-24 year olds who are NEET has been found to be higher for those with disabilities 

(29%) than those without (9%) (Powell, 2018).  In Australia, more than 30% of young people who left 

school at Year 9 or below, and were thus lacking in basic education, were found to be NEET in 2012 

(Wong, 2016).  However, a significant number of NEETs in the UK have also been found to be lacking 

in basic education. In the UK 23% of 16-24 year olds without any qualifications were found to be NEET 

compared to 9% amongst those with a qualification of level 2 and above (Powell, 2018). 

Participation in intervention programmes appears to be voluntary in the UK.  This could be explained 

by the UK focus on people with disability and health problems. 
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5 FUTURE EXPLOITATION, LIMITATIONS AND POTENTIAL IMPACT 

As discussed in Section 2 above, the development of an IDSS is a continuous process, recursively 

improving the system with new cases. The ENLIVEN IDSS presents a successful proof-of-concept 

prototype system, demonstrating the feasibility of building computer-aided intelligent systems for 

policy making in lifelong learning. NEETs, one of the key vulnerable groups, was considered specifically 

for the demonstration IDSS. The same research methodologies, namely, the knowledge discovery of 

case attributes, key attributes, and similarity measure as reported in report D8.1, as well as the 

recursive system development methods as detailed in Section 2 above, could be adopted to extend 

the ENLIVEN IDSS for NEETs or to build new IDSSs to support policy making for other vulnerable groups. 

5.1 EXPLOITATION PLAN 
 

With the aim of ensuring effective maintenance and future exploitation, the case base and the IDSS 

are all accessible to researchers and practitioners (at http://enliven.cs.nott.ac.uk/ and the ENLIVEN 

H2020 web site at https://h2020enliven.org/). The source codes of the system are also accessible at 

gitlab.com/jclos/pycbr2. As mentioned in Section 2 above, and detailed in report D9.1, all necessary 

functionalities are also implemented in the ENLIVEN IDSS for other users to use and facilitate future 

implementation and exploitation.  

The prototype ENLIVEN IDSS could be further exploited by potential practitioners and stakeholders in 

several ways:  

- Use of the ENLIVEN IDSS as a service. The ENLIVEN IDSS with 222 NEET cases can be directly used 

to support evidence-based decision making for policy makers and practitioners. The importance 

of the key attributes is adjustable via the interactive User Interface, meaning that the IDSS is 

robust to suit the need of different types of potential users. 

There is no need to modify the source code. The user manual at the web site and Policy Brief 5 

provide information for policy makers and stakeholders to use the ENLIVEN IDSS as a service.  

- Extending the ENLIVEN IDSS with new cases. The system could be progressively enhanced by 

interested users or practitioners as more NEET cases become available, acquired, cleaned and 

processed. The existing case base with 222 NEET cases stored with 78 case attributes can be used 

as a base, and new cases added to extend the ENLIVEN IDSS for users’ own applications. 

There is no need to modify the source code. This exploitation requires continuous updates, e.g. 

an administrative user in policy making in lifelong learning adds new cases to the ENLIVEN IDSS. 

ENLIVEN deliverable reports provide enough information for practitioners to extend the ENLIVEN 

IDSS.  

- Extension of the ENLIVEN IDSS with evaluation approaches, once these become available. A 

placeholder of case evaluation has been included in the 78 case attributes. When available, 

additional information on evaluations can be directly added to the existing cases in the case base, 

and new cases with all information collected. 

There is no need to modify the source code. This exploitation requires continuous updating, e.g. 

an administrative user in policy making in lifelong learning to add the additional details to the 

ENLIVEN IDSS. 

http://enliven.cs.nott.ac.uk/
https://h2020enliven.org/
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- Extend the ENLIVEN IDSS with more languages. Two languages have been demonstrated in 

addition to English in the version launched at the final conference.  

This extension would require the adoption of the source code, to translate the system interface 

into the new language. The translation of the cases in the case base does not require modifications 

of the source code. This exploitation requires extra resources (e.g. up to three months’ software 

developer time). 

- Extension of the IDSS to lifelong learning policy domains other than NEETs. As identified in the 

research findings, there exist limited cases in a unified format and with evaluations in the existing 

literature. Exploitation of the IDSS for other domains than NEETs would involve significant 

research. These include: 1) extensive literature review on the new domain; 2) the collection of 

policy documents in the new domain; 3) the analysis of interventions as cases; 4) the definition of 

the case representation with a unified template of case attributes (different from the 78 attributes 

for NEETs but some of the attributes could be reused); 5) the definitions of the similarity measure 

between (sub-)categories of key case attributes, which may be different from NEETs; 6) system 

coding and development; 7) recursive enhancement of the similarity measure to verify case 

retrieval.  

The above seven steps, which are the same methodologies as presented in Figure 1 above, can be 

used to build the new IDSS. A similar interactive user interface as that of the IDSS 

(http://enliven.cs.nott.ac.uk/) (viz, case enquiry via the categories of the key attributes; selection 

of the key attributes; interactive setting of importance for the key attributes; presentation of the 

retrieved cases, etc.) could be reused to develop the new IDSS, and recursively enhanced based 

on user feedback. This exploitation requires significant extra resources (perhaps  a three-year 

research project with researchers in both AI in Computer Science and lifelong learning in 

Education). 

Discussions regarding applications to forthcoming relevant funding calls are ongoing. These include 

the “New Dissemination and Exploitation Booster”1 and, in discussion with the European Association 

for the Education of Adults (EAEA), the Erasmus+ programme. The Project Co-ordinator has also 

written to the head of the relevant section at DG-Employment, proposing a meeting to explore the 

potential use and adoption of the ENLIVEN IDSS in their policy activities. More generally, the IDSS will 

be demonstrated at future events to explore the proof-of-concept product and to market its potential 

to practitioners and other stakeholders, as well as in state-of-the-art interdisciplinary research 

between Computer Science and Education. 

5.2 LIMITATIONS OF CURRENT LITERATURE FOR DEVELOPING IDSS 
 

The research findings in WP8 identified the following limitations of the current literature, making the 

corresponding recommendations in Section 6.1 to address the difficulties and challenges in 

interdisciplinary research between Computer Science and Education in future similar projects. 

- To fully utilise the potential of computer-aided systems in policy making, it is crucial to have 

enough amount of data which represent most typical objects in policy interventions to conduct 

learning and automated knowledge discovery. In the complex area of policy making in lifelong 

learning, this is inherently difficult and costly to achieve (e.g. running complex and lengthy 

interventions). Based on the research processing and analysing the 222 cases of NEETs 

interventions in the ENLIVEN IDSS, two implications clearly emerge for the development of 

                                                           
1 https://ec.europa.eu/info/funding-tenders/opportunities/portal/screen/opportunities/d-e-booster 

http://enliven.cs.nott.ac.uk/
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computer-aided intelligent decision support in the field of European lifelong learning policy: 1) 

there is a lack of consistent documentation method in policy interventions which effectively 

facilitates archiving enough details of the interventions for future referencing and exploitations; 

2) it is highly challenging however rewarding to establish evaluation approaches of certain 

consistency to facilitate effective meta-analysis in policy making and development of computer-

aided systems. There is actually a large number of policy interventions in the literature, however, 

quite often with aggregated and very brief information archived, thus not enough details are 

available to facilitate effective decision making. 

- Due to the limited number of cases, system interactive adaptation and learning which requires 

significantly more cases and data has been done manually with consortium members via several 

rounds of discussions. Once more cases are available and collected, new knowledge could be 

discovered from the cases and adapted into the IDSS. Similarly, training and assessment have also 

been done manually via research discussions with consortium members to enhance the system 

performance. The latest version of IDSS of launched at the final conference is a result of several 

modifications and enhancement. Section 3.3 in D9.1 provides more details on system training, 

maintenance and training. 

We would like to raise these issues and limitations to the European Commission, and clarify that it is 

unrealistic to expect a project (no longer funded) to develop and conduct a sustained marketing 

campaign. These above identified issues and limitations are a matter which requires changes in policy 

and practice by the European Commission. The following can overcome the problem of shortage of 

policy entries of enough details for the database. 

- The IDSS (or any decision support system) builds on existing knowledge and data, utilising it to 

help decision makers to make decisions. An IDSS does not create ‘new knowledge’, except insofar 

as it gives users a greater understanding of knowledge already embedded within the data. 

- The limitation of lack of evaluation approaches stemming from the nature of existing evaluations 

results from the nature of current policies and practice across the EU; it is not a limitation either 

the IDSS or the research team can overcome. It might be addressed by the Commission (e.g. by 

introducing a standard and quantified evaluation system). Such evaluations provide the input data 

required to build an IDSS; they are not outputs from the IDSS.  

- We suggest any such common evaluation should incorporate metrics that make evaluation more 

objective2,  and that approaches are considered that will reduce ‘overselling’ of project results (at 

present, evaluation reports have a strong positive bias about whatever approach has been taken: 

this reduces the quantity of usable evaluation knowledge). Such measures would address the 

problem of shortage of policy entries on the database. We have written to the European 

Commission on this, but it is unrealistic to expect a project (no longer funded) to develop and 

conduct a sustained marketing campaign. 

5.3 POTENTIAL IMPACTS 
 

In addition to the publications which disseminate our research findings and impact on scientific 

communities in both computer science and education, during the project the consortium have actively 

                                                           
2 Note, however, that we have also drawn attention to the risks in implementing a standardised approach to 
evaluation, e.g., in reducing systemic flexibility, capacity to adapt, and scope for creative response by 
educational and labour market institutions. The advantages of standardisation need to be balanced against the 
costs of rigidity. 
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disseminated and promoted the ENLIVEN IDSS at different events. We have specifically reached out 

to SMEs in a number of ways. 

- Firstly, through a joint event at the University of Nottingham, Jubilee campus, in the UK in 

November 2018, co-organised and presented between the Nottingham Enliven team and 

Groundwork Greater Nottingham, who led on the Talent Match D2N2 Young and Successful 

project, and with whom we collaborated in knowledge building towards the creation of the IDSS. 

Both Research Fellows from the UoN Computer Science team were able to present the prototype 

IDSS tool to a range of SMEs and other practitioners/policy makers. This was an event with a 

national reach and there was representation from organisations across the UK.  

- The ENLIVEN IDSS was formally launched and demonstrated during the final project conference in 

September 2019 at Brussels. We were able to extend our reach to practitioners, SMEs and 

voluntary organisations. As well as the Computer Science team IDSS session as part of the overall 

presentation of the Enliven work, a workshop led by Sharon Clancy, Nottingham Enliven team and 

Richard Hazledine, ConnectMore Solutions (an SME), offered a perspective on our interdisciplinary 

work and particularly the perspectives of young people furthest from the labour market, which 

was well attended by practitioners, SMEs etc. Richard Hazledine was asked to write a blog as a 

result of the workshop for EPALE, which has been widely disseminated across Europe, and is also 

featured on the Enliven website. 

- The Enliven policy briefs created by the Enliven Computer Science team will also be an important 

means of building on these research collaborations with partners across Europe and beyond. 

- Before the formal launch, the prototype IDSS has been disseminated to different potential users 

at several events from year two in the project. Feedback via questionnaire or direct discussions 

have been considered improving the system. These include the demonstrations at the AI-2019 

BCS SGAI conference in December 2019, the SCUTREA2019 conference and the youth panel in July 

2019; a workshop at the project meeting in May 2019 with all consortium members, who also 

distributed the IDSS to potential stakeholders; the demonstrations at the UALL2019 conference 

and the youth panel in April 2019; and all advisory board members in early 2019. Planning and 

discussions have taken place with a view to maintaining the IDSS at the site when ENLIVEN project 

funding is no longer available, as discussed in Section 5.1. 

The ENLIVEN IDSS will be kept open and live online at http://enliven.cs.nott.ac.uk/ and at the ENLIVEN 

web site at https://h2020enliven.org/home/. Different potential users (e.g. members of the public, 

academics, policy stakeholders, Commission, etc.) would be able to run it and explore its potential as 

a service, detailed in Section 5.1. The established ENLIVEN IDSS with the unified framework 

demonstrates knowledge discovery using artificial intelligence in computer science applied to lifelong 

learning in education. The system demonstrates to the research communities a successful example 

for potential future development between these two disciplines, research on which is usually 

conducted separately. 

To summarise, in both research and practice, the research community, practitioners and policymaking 

stakeholders across Europe could potentially work with a consistent framework in the ENLIVEN IDSS, 

and extend it with new findings stored and structured against consistent measures. The learning 

mechanism in ENLIVEN IDSS allows continuous learning from Admin users in the future enhancement 

of intelligent systems. The four key attributes identified with sub-categories of different similarities 

have been shown to be crucial in storing past experience of NEETs interventions and comparing them 

to support learning and decision making based on evidence. This provides a first measure between 

different NEETs interventions in research analysis in Education. The long-term impact of the ENLIVEN 

IDSS takes more dedicated time and resources after the project as detailed in Section 5.1. The 

http://enliven.cs.nott.ac.uk/
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archiving of the source code and data as mentioned will ensure that the project can be built upon in 

the longer term, should the identified current issues and imitations discussed in Section 5.2 have been 

resolved. 

 

6 CONCLUSIONS 

In this report, we give an overview of the data mining and machine learning techniques used in the 

context of the ENLIVEN project. We started by giving a description of the dataset, before moving on 

to the avenues of data mining. Three avenues were explored: case-based reasoning, which is at the 

heart of the ENLIVEN methodology (section 3.1); semi-automated case representation through 

supervised classification, which enhances the Retain part of the CBR cycle (section 3.2); and data 

mining for knowledge discovery in the cases themselves, which enhances our understanding of the 

cases (section 3.3). However, data mining is inherently limited by the data that is provided, especially 

when the creation of such data is done without exploitation in mind. While those approaches show 

promising results, they also highlight critical limitations in the dataset that limit the amount of 

knowledge that can be extracted from the data. We now detail those limitations and use them to issue 

recommendations.  

This interdisciplinary project explores the challenging research of building intelligent computer 

systems for policy making in lifelong learning. As set out in Appendix D to report D8.1, a range of 

conceptual and theoretical perspectives and empirical results from WPs 1-7 were considered and fed 

into developing the IDSS as follows. For example: 

- WP1 provided an analysis and deeper understanding of key concepts: lifelong learning, social 

exclusion and vulnerability. It developed a framework for analysis of policies and funding 

schemes, and for identification of social narratives about vulnerable groups emerging from 

European policies, generated “keywords” for analysis, a ‘map’ of the corpus of frequent topics or 

issues discussed, and concordances. It also provided insight into national policies. Empirically, it 

reviewed the discursive construction of target groups among lifelong learning European policies 

synchronically and diachronically over the period 1993-2018, and analysed national policies and 

funding schemes to promote the social and economic inclusion of vulnerable groups. Findings in 

WP1 (e.g. young people at risk forming the second highest percentage (66.7%) of mentions in 

documents 2010-2018) informed the decision to focus on programmes addressing NEETs. There 

was coordination between WP1 framework and the IDSS, e.g., in the use of categories of analysis 

and key attributes.  

- WP2 constructed a seven-category lifelong learning provision typology, aimed at identifying 

forms of provision specifically available for the most vulnerable adults, and generated insights 

into the types of intervention used in education and training settings for low-qualified adults. 

Across countries, interventions for low-qualified adults, and their experiences of them, were 

found to be more similar than different: participating adult learners, with a wide range of 

cumulative disadvantages, seemed generally satisfied with their participation. This justifies the 

development of an IDSS to sustain evidence-based policy making. Empirically, it provided an 

extensive review of (i) available academic and policy-oriented literature on lifelong learning 

provisions and (ii) available information on lifelong learning providers in each participating 

country, and (iii) an overview of cumulative disadvantages of low-qualified adult learners, 

focusing on situational and dispositional barriers. Data from each policy trail contributed an 

education and training intervention to the case base library. The seven-category lifelong learning 
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provision typology is included in the IDSS as values for the attribute "Main Activities of 

Intervention". An illustration of the method used is provided in report D8.1 (Figure 3 Clustering 

Analysis on the Key Attribute "Aims" and “Activities”). The typology was used to define the 78 

attributes in the case template, and to transform the NEET interventions into the cases using the 

consistent case representation. 

- WP3 conceptualised policy actors and developed an ‘instruments approach’ to examine 

European ‘policy coordination’ in adult education governance. It developed an inventory of 227 

policy actors that actively contribute to adult education policy developments. Mapping 

information on policy actors helped in analysing the variety of potential ‘end-users’ of the IDSS, 

and in identifying ‘policy makers’ at national and sub-national levels (people working in 

governmental agencies that legislate, issue directives, fund and implement policy at national and 

local levels. Some of these were invited to discuss with the team the potential relevance, 

usefulness and limitations of the IDSS and to provide nationally-relevant insights on the criteria 

for interrogating the IDSS.  WP3 analysis also provided values for the IDSS attribute "Provider 

types". 

- WP4 scanned potential sources of data to retrieve indicators of lifelong learning and key system 

determinants of lifelong learning. The IDSS WPs and WP4 were strongly intertwined in their 

requirements for quantitative methodological expertise, and the teams discussions of the 

methodology underlying the system considerably improved the IDSS and quantitative focus on, 

for example, the usage of attribute weights. 

- WPs 5-7 developed a conceptual framework for studying the intersection of organisational and 

individual bounded agency in learning in the workplace and in structuring early phases of young 

adults’ careers, and reviewed the impact of institutions and how a sufficient fit can be achieved 

between institutional environment and policy interventions. Its 16 organisational case studies 

generated over 80 learning biography vignettes, reflecting the impact of the availability or non-

availability of pathways such as educational programmes funded by public authorities, co-

funding arrangements for individual training and support schemes targeting enterprises. A 

selection of WP5-7 empirical results contrasted particular points of concern with regard to  how 

policy interventions are embedded in the individual life course  and how institutional patterns in 

skill formation and employment fit with different types of policy intervention. Case vignettes 

allowed illustration of the workings of policy interventions over a section of the life course and 

permitted observation of their embeddedness in the overall life structure of participants. 

Organisational case studies allowed illustration of the interdependency of work organisation, 

regimes of workplace learning, and educational provision including second chance and retraining 

programs for disadvantaged young people. The case studies in WPs 5-7 provide context 

information for a better understanding of NEET interventions. 

The research analysis using the case-based reasoning methodology brings added value to the scientific 

literature. In addition, the novel research on machine learning (see Section 4 above) enhanced the 

ENLIVEN IDSS’s capacity to support how learning functions. The following successes have been 

achieved. 

- A consistent framework of case representation has been built with 78 case attributes to store all 

NEET interventions identified during the project. This case representation presents added-value 

to the literature, not only providing a unified case template to archive all NEET cases for analysis, 

comparison and decision support, but also, for the first time, provides a new, consistent and 

unified format for future documentation of policy interventions to support meta-analysis in both 

research and practice across different European countries. 
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- A similarity measure with four key attributes has been established for comparing NEET 

interventions. This provides a necessary metric in the ENLVIEN IDSS, and also a possible 

measurement to cross-reference interventions in different countries. This case-based reasoning 

analysis again presents added-value to the education policy making literature. The same 

methodology could be adopted and extended to analyse other interventions in lifelong learning. 

- A case base of 222 NEET cases has been established. We believe this is the first database with 

structured case representation to not only archive interventions across different countries, but 

also be searchable, allowing retrieval of cases deemed “similar” by domain experts (existing 

searchable databases typically only query interventions of exact match). 

- A prototype interactive IDSS has been built with all functionalities required to facilitate future 

extensions (as detailed in Section 5.1 above). In addition to more NEET cases, other languages and 

other domains, interesting research could be conducted once a large number of interventions and 

cases of sufficient detail, and related evaluations, are available. 

- Successful research has been conducted using machine learning techniques in the IDSS. We know 

of no existing research on machine learning applied to policy making; there is a lack of consistent 

modelling of interventions in lifelong learning. Functions which support machine learning have 

been built into the prototype IDSS. These provide added value to both disciplines, and could be 

adopted once more data are available, collected and analysed. 

To facilitate effective research collaborations, and reduce the difficulties of conducting 

interdisciplinary research, we recommend a recursive research method, supported by effective 

communication, discussion and dedicated workshops, and – especially at the beginning of 

interdisciplinary projects such as ENLIVEN – developing a vocabulary of terminologies and methods 

which are mutually understood across both disciplines. 

6.1 LACK OF UNIFORMITY IN THE DESCRIPTION SCHEMA 
Automated approaches work better when there is a core set of features that are common to all objects, 

both in what they describe (the features) and how they describe it (their coding). For example, having 

an age-related feature be described as 18-25 in one intervention and as 22-28 in the next makes it 

virtually impossible to be compared in any meaningful way. Using intervals of numbers in the features 

themselves, we put uncertainty in the dataset itself, which is compounded when the data is 

aggregated. Information at the intervention level should be as precise as possible, to let the people 

reading the report decide how they want to interpret it. 

In information science, a domain ontology is a representation and definition of a set of categories, 

properties and relations between concepts and entities that are of importance in a particular domain. 

For example, the biomedical literature uses numerous ontologies to enable efficient automated 

processing of the literature of various subdomains (Konopka, 2015). In order to improve the 

automated processing of the documentation of interventions in the domain of lifelong education, a 

domain ontology would provide a controlled vocabulary and allow for a consistent description of 

interventions.  

6.2 LACK OF A CONSISTENT LONGITUDINAL EVALUATION 
Case-based reasoning works best when the system has some notion of the success of the measures it 

can propose. By quantifying the success of previous approaches, the CBR system can not only advise 

towards a specific set of previous interventions, but it can also advise against approaches that it knows 

were not successful or at least issue warnings that attention needs to be directed towards that 

intervention, in order to not repeat mistakes of the past. 
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In order to overcome this issue, interventions should be evaluated using similar approaches, and 

producing clear and quantifiable metrics of success that can be compared between interventions. As 

the research findings from another work package of ENLIVEN pointed out, “success is defined 

differently by policy-makers, practitioners and young people”. Establishing a consistent evaluation of 

interventions presents a challenging future research which cannot be addressed in any single projects. 

It requires close collaborations across regions within coherent frameworks as demonstrated in the 

ENLIVEN IDSS. 

This would then in turn allow automated systems to infer potential reasons for success/failure, and 

improve over time, by helping human users of the system to evaluate the potential of an idea 
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