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FOREWORD 

Encouraging Lifelong Learning for an Inclusive & Vibrant Europe  
 
What’s gone awry in Europe’s lifelong learning markets? Although it has been a central EU policy 
priority since 1993, and the European Union’s mechanisms for multinational policy co-ordination and 
measurement in lifelong learning are world-leading, one in every five Europeans under 25 is now 
unemployed. Many are not in employment, education or training. According to the High Level Group 
on Literacy, one in five 15-year olds lack the literacy skills required to function successfully in a modern 
society; 73 million EU adults have low levels of education and literacy; while achieving the current EU 
benchmark of functional literacy for 85% of 15-year-olds would increase lifetime GDP – lifetime 
earnings – by €21 trillion.  
 
Clearly Europe’s educational markets are failing to ensure that our citizens – particularly our younger 
citizens – have the education and training they need for their own economic prosperity and social 
welfare. They are also failing European society as a whole. Social exclusion, disaffection and the long-
term “scarring” effects of unemployment are clear dangers to economic competitiveness, to social 
cohesion, and to the European project as a whole.  
 
This is the starting point for ENLIVEN – Encouraging Lifelong Learning for an Inclusive & Vibrant Europe 
– a three-year research project (2016-2019) funded by the European Union’s Horizon 2020 
programme. The ENLIVEN research explores these challenges in several ways. 
 
First, we are exploring and modelling how policy interventions in adult education markets can become 
more effective. We bring together state-of-the-art methodologies and theorisations (e.g. Case-Based 
Reasoning methodology in artificial intelligence, bounded agency in adult learning) to develop and 
evaluate an innovative Intelligent Decision Support System (IDSS) to provide a new and more scientific 
underpinning for policy debate and decision-making about adult learning, especially for young adults. 
For this, we are drawing on findings from research conducted by European and international agencies 
and research projects, as well as findings from ENLIVEN research itself. The IDSS is intended to enable 
policy-makers at EU, national and organizational levels to enhance the provision and take-up of 
learning opportunities for adults, leading to a more productive and innovative workforce, and reduced 
social exclusion. The IDSS work organised in two work packages (WPs 8-9). 
 
Second, we are investigating programmes, governance and policies in EU adult learning. By looking at 
the multi-dimensional nature of social exclusion and disadvantage, and the role of public and private 
markets in reversing – or reproducing – inequalities across Europe, we aim to provide a more holistic 
understanding of policies, their rationales, operationalization, and role in enhancing growth and 
inclusion. Beginning with the main European policies and funding schemes for adult learning aimed at 
tackling disadvantage, inequality and social exclusion, we are identifying the different ways in which 
social inequality is expressed, constructed as a policy goal, and legitimized by discourses at the 
European level, and nationally. Combining policy diffusion studies with studies of multilevel 
governance that map the relations between various adult learning stakeholders and decision makers, 
their conceptualizations of the purpose of adult learning and their priorities, we are identifying the 
main barriers and enablers for access and participation in adult learning in Europe at the programme 
and subnational levels. This work is organised in three work packages (WPs1-3). 
 
Third, we are examining “system characteristics” to explain country/region-level variation in lifelong 
learning participation rates – particularly among disadvantaged and at-risk groups, and young people. 
The “markets” for adult education are complex, with fuzzy boundaries, and the reasons why adults 
learn vary. Drawing on Labour Force Survey, Adult Education Survey, EU-SILC, and European Social 



Survey datasets, we use multilevel regression analysis and construct a pseudo-panel to address 
questions such as which system characteristics explain country and region-level variations in 
participation rates (overall, and among disadvantaged groups and youth at risk of exclusion), and how 
government policy can be most effective in promoting participation. This research is organised in Work 
Package 4. 

 
Underlying the ENLIVEN research is the need for a reconstruction of adult educational policy-
formation in Europe. Currently there are two particular problems. On the one hand, the principal 
beneficiaries of adult education (across Europe as elsewhere) are the relatively more privileged: 
those who have received better initial education, those in employment, and (among the employed) 
those in better-paid, more secure and more highly-skilled jobs. The adults who are (arguably) most 
in need of education and training, such as young, unemployed, low skilled, disabled and vulnerable 
workers, receive less of it. On the other hand, in contrast to the education of children, adult 
education is by and large financed by individual students (‘learners’), their families, and/or their 
employers. Though this is partly the outcome of public policy – in particular the desire to reduce 
public spending (or restrict its growth), and to utilise the efficiencies inherent in market-based 
allocation systems – it limits the policy tools available to governments and state agencies. A central 
feature of public policy is therefore to influence the behaviour of citizens and enterprises, 
encouraging them to invest in lifelong learning for themselves and their workers. 
 
Finally, we are examining the operation and effectiveness of young adults’ learning at and for work. 
The availability and quality of work for young adults differs by institutional setting across EU member 
states. We are undertaking institutional-level case studies on attempts to craft or to change the 
institutions which govern young adults’ early careers, workplace learning and participation in 
innovation activities, comparing countries with similar or diverging institutional frameworks. This is 
the focus of three work packages (WPs 5-7). 
 
John Holford 
 
Co-ordinator, ENLIVEN 
University of Nottingham 
john.holford@nottingham.ac.uk  
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1 ABSTRACT 

This document aims to report on the ENLIVEN IDSS from a technical perspective. It does so in the 

following ways: (1) we explain and document the use cases aimed to be fulfilled by the IDSS ; (2) we 

illustrate the ways they are fulfilled by documenting the interface design of the system ; (3) we then 

document the architectural design of the system that underpins the IDSS (3a) as well as the similarity 

matching algorithm (3b) ; (4) we illustrate the system using a few selected documented use cases with 

appropriate screenshots.  

1. INTRODUCTION 

A document-driven intelligent decision support system (IDSS) supports the decision-making process 

by providing relevant documents in a timely manner to the knowledge workers involved in that 

process. The ENLIVEN IDSS is a document driven IDSS focused on decision making in the context of 

policy interventions for lifelong learning. Such a specialised IDSS has a specific set of challenges to 

solve in order to prove useful for its target users: (1) documentation for cases is rare, sparse, and 

spread throughout several document databases or even throughout the same document; (2) there is 

no common representation for all those interventions, which makes it virtually impossible to compare 

them on a larger scale. 

The ENLIVEN IDSS aims to target those two weaknesses by providing a common repository and a 

common representation that allows us to index and retrieve relevant documents based on a restricted 

set of features that were determined to be sufficient to distinguish policy intervention, similar to the 

way PICO frames (Schardt et al., 2007) are used to perform meta-analyses of clinical evaluations: 

Target, Aim, Activity, and Location.    

In this document we aim to report the technical aspects of the ENLIVEN IDSS, from its user interface 

design to its software architecture, in order to make it possible to build and expand upon it. In section 

2 we will go over the requirements and features of the IDSS. In section 3 we go over the interface 

design and the user interaction of the system. In section 4 we delve into the system design, detailing 

the architecture of the system and the similarity matching algorithm. Finally, in section 5 we give a 

few documented uses in order to act as documentation of the general workflow of a search on the 

ENLIVEN IDSS.  

1.1. GLOSSARY 
We present a short glossary to explain the more technical terms used in this report. 

Case-based reasoning (CBR) An AI methodology that solves problems by reusing 
the knowledge of previously solved problems (cases) 
which are similar  

Case A formal description of a problem and its solution 
Case base A collection of cases 
CBR cycle When a new problem arises, a CBR system uses 

previous cases in order to solve it. If successful, that 
new problem is then encoded as a new case and 
added to the case base 

Intelligent decision support system 
(IDSS) 

A system that supports decision making in an 
organisation 



Natural language processing (NLP) The automated processing of natural language (text) 
by algorithms and statistical methods 

Similarity  A measure bounded between 0 and 1 that indicates 
how close to each other to objects are, where 0 
indicates that they have no similarity at all and 1 
indicates that those objects are the same.  

 

2. REQUIREMENTS 

We begin this section by defining the notion of a policy worker, a knowledge worker in the field of 

policy making and policy evaluation. The policy worker can take the form of a policy maker who is 

supposed to write policies and therefore has a need to know the effects of already existing policies, 

or the policy evaluator, who seeks to design an evaluation to measure the effects of a policy. We 

identify the following needs for a policy worker: 

(1) Find all policy interventions according to some filtering criteria (e.g. country); 

(2) Find policy interventions which are similar to some idealised policy intervention. 

The goal of (1) is to be able to quickly filter interventions which are not relevant to some specific legal 

or cultural context. For instance, the cultural contexts of France and Spain are more similar to that of 

Spain and the Netherlands, and therefore when looking for inspiration to write a policy intervention 

targeting Spain, information pertaining to similar French interventions are relevant whereas 

information pertaining to Dutch interventions are not.  

The goal of (2) is to be able to provide a softer form of filtering when possible. For example, when 

writing a new policy intervention, knowing all existing policy interventions which are somewhat similar 

to it to some extent can help inform both the usefulness of that potential intervention or of traps into 

which previous policy makers have fallen. It can also inform as to which country has the most similar 

interventions and can inform the next steps of an analysis, e.g. by doing a comparative analysis of the 

legal and cultural contexts of the targeted country and the ones where similar interventions have 

worked well in the past.  

2.1. FEATURES OF THE IDSS 
In this subsection we describe the features of the IDSS. The features of the IDSS can be grouped into 

three main families, relating to their function: Search features relate to the basic usage of the IDSS, 

Administrative features relate to higher level functions such as listing all documents, deleting 

documents and NLP-related features focus on the parsing of a file in order to add a new document 

to the case base. They are shown in the Use Case Diagram in Figure 1 and then listen in the following 

tables.  

 



 

Figure 1: Use Case Diagram 

FEATURE GROUPS 
 

ID NAME DESCRIPTION 

1 Admin Features linked to the administrative side of the IDSS, user management, login, 
and document management 

2 Search Features linked to searching the IDSS case base for a policy intervention 
3 NLP Features linked to the semi-automated processing of new cases to add in the IDSS 

 

FEATURES 

ID NAME DESCRIPTION GROUP 

1 Login The user can log in and out of the system 1 
2 Search The user can run a search 2 
3 Add case The user can add a case if they are admin 1 
4 Show intervention details The user can click on a case to see more details 2 
5 Analyse document Analyse a document to provide features for a 

new case 
3 

 

Feature 5 (Analyse document) is not directly used by the user but is called upon by the Add document 

feature. When the user uploads a document that relates to a new policy intervention, they want to 

add to the case base, the system parses this document and makes a best guess at the most likely 

features. The user has final say about what features should be added. 

3. INTERFACE DESIGN AND USER INTERACTION 

In this section we describe the user interface design of each feature. 



3.1. ADMINISTRATIVE INTERFACE. 
The administrative interface focuses on the basic features allowing users to log in and log out of the 

system. It is illustrated in Figure 2, showing the login page requiring a username and a password, as 

well as a guest login option that allows for a read-only use of the querying system. 

 

Figure 2: Login page 

3.2. SEARCH INTERFACE 
The search interface allows the user to query the case base according to search parameters, search 

modes and importance levels.  

 Search parameters correspond to the particular values that we are searching for in the 

knowledge base. They can be anything that is contained in the case base. 



 Search modes correspond to how the search parameters are used by the system, and offers 

three modes: 

o ‘Similar to’ focuses on retrieving not only documents which contain the value 

indicated in the query, but also documents which contain values that were deemed 

to be similar to the query value; 

o ‘Excludes’ allows the user to specify values that need to be excluded from the 

search, e.g. “all countries except France and Spain”; 

o ‘Requires’ allows the user to specify values that are required, e.g. “only documents 

pertaining to France and Spain”. 

 Search importance in the case of a similarity matching allows us to assign a subjective 

importance to a search parameter. One could for instance have every parameter in a 

similarity search, and give high importance to country and low importance to target group. It 

does not have any effect in ‘requires’ and ‘excludes’ modes. 

 

Figure 3: Search parameters 

 

The results (Figure 4) display the policy intervention documents that match the query specified by 

the user in a tabular manner. The following features are in the main table:  

 Id: identification number of the document; 

 Name: the name of the intervention; 

 Target Groups: the target groups involved in that intervention; 

 Aim(s): the general aims of that intervention; 

 Activities: the activities involved in that intervention; 

 Location: the location(s) in which the intervention took place; 

 Relevance: how relevant the algorithm determined the intervention to be to that particular 

query; 

 Details: a button allowing the user to ask for more details on the intervention, shown in 

Figure 6;  

 Feedback: a button allowing the user to provide feedback as to how relevant that 

intervention is to the query they formulated, in order to improve the system, shown in 

Figure 5. 



 

 

Figure 4: Search results 

The feedback menu provides the system with a note, 2, 1 or 0, according to whether the specific 

document was very relevant, somewhat relevant or irrelevant (respectively). That feedback is 

entered into the database to be used later to refine similarity matrices. The query is stored in the 

following manner: 

It contains a list of items for each feature, a matching mode (similarity, exclusion, requirement), and 

a vector of weights, and is linked to a timestamp, a document Id, a user Id and a relevance judgment 

(0, 1, or 2). The details by which that relevance judgment is integrated into the recalculation of 

similarity matrices is explained in a later section of this report. 

 

Figure 5: Feedback menu 

 

 

 

 

 

[{target_group: [None], aims: [None], activities: [None], NUTS: [None]}, {tgr: sim, 

aim: sim, act: sim, loc: sim}, [0.25, 0.25, 0.25, 0.25]] 
 



 

Figure 6: Result details 

By clicking on the details button, a modal window appears (Figure 6) and shows more detailed 

information about the selected policy, along with a link to the original document (if it exists). This 

allows the policy worker to collect relevant policies that will help them in their decision-making 

process. 

3.3. CASE BASE MAINTENANCE INTERFACE 
Part of the workflow of the ENLIVEN IDSS is the maintenance of the IDSS, which goes through the 

addition and deletion of cases from the case base. Figure 7 shows a list of all cases in the database, 

along with a button for deleting cases and a button for uploading a new case to the case base. Figure 

8 shows the interface of the case upload feature. The user is expected to upload a file in either a PDF 

or a Word (doc, docx) format. The file is stored in the case based and parsed by a natural language 

processing application, which proposes features (target group, aim, activity, location) to represent it. 

The user can then take those into consideration when selecting the most suitable features, and then 

use them to add the document to the case base (Figure 9 and Figure 10). 

 



 

Figure 7: Case management 

 

Figure 8: Add case 

 

Figure 9: New case features 



 

Figure 10: New case features (2) 

3.4. LANGUAGE CHANGE 
In order to satisfy a wider community, the ENLIVEN prototype allows users to change the language of 

its interface (Figure 11). This has repercussions not only for the interface (Figure 12) but also on the 

features used for matching cases (as seen in Figure 13). Our example uses French as an alternative 

language, although it could be easily extended to any other language which can be represented using 

the UTF-8 character set.  

 

Figure 11: Language change 

 

Figure 12: French interface 



 

Figure 13: Results in French 

4. ARCHITECTURAL DESIGN OF THE SYSTEM 

In this section we will describe the architecture of the ENLIVEN IDSS, starting with the data 

architecture and following with algorithmic details on the similarity matching and the NLP-enhanced 

case base maintenance. 

4.1. ARCHITECTURE 
We illustrate in Figure 16 the data model of the database supporting the ENLIVEN IDSS. There are 

two main parts in the data model: 

(1) The Case Model represents each policy case using a set of predefined features. Those 

features are encoded in the tables Activity, Aim, TargetGroup and Location. They are 

mapped onto a feature category (ActivityCategory, AimCategory, TargetGroupCategory and 

LocationCategory) on which the actual similarities are computed.  Those categories are then 

mapped to a similarity table between each category, for each feature (SimActivity, SimAim, 

SimTargetGroup, SimLocation). The features are also mapped onto join tables that allow 

each feature to be linked to multiple cases, and each case to be linked to multiple features 

(CaseToActivity, CaseToAim, CaseToTargetGroup, CaseToLocation).  

(2) The Administration part contains data linked not to the matching part of the IDSS, but to the 

features of the software itself. It contains 4 tables:  

a. User_Feedback contains the feedback of a particular user with respect to a 

document and a query; 

b. User_Interface contains labels of user interface elements in a particular language. It 

allows the IDSS to change its appearance according to the language that the user 

selected; 

c. User_Registry contains username and password hash of each user, as well as their 

chosen language; 

d. Language contains IDs and labels of each language supported by the IDSS. 

(3) The PolicyCase table contains a highly detailed representation of each case that is used to 

display additional information but not used for matching cases to queries. Figure 14 and 

Figure 15 show the fields of the PolicyCase table as well as their data type. 



 

Figure 14: Fields of the PolicyCase table (1) 



 

Figure 15: Fields of the PolicyCase table (2) 



 

Figure 16: Data Model of the ENLIVEN IDSS 

 

4.2. SIMILARITY MATCHING 
Document-based IDSS use a case base of previous documents in order to model domain expertise. 

Therefore, the similarity matching is of a great importance. The similarity matching is done by 

combining features of family-wise similarities that were generated by experts. In this section we detail 

the implementation of the similarity matching algorithm for the ENLIVEN IDSS. 

4.2.1. Similarity matrices 

Similarity matrices are stored in the database in a numerical format illustrated in Figure 17. The 

Similarity field uses a floating number between 1 and 100 (implied as percentages), with a similarity 

of 0 not being stored in the table. 

 

Figure 17: Fields of the SimActivity table 

We show in Figure 18 the similarity table for Activity as an example of all the pairwise similarities for 

all types of activities, which are shown in Figure 19. Because of this, multiple activities which might 

seem dissimilar could potentially have a similarity of 100%, since they belong to the same category, 

for example “Training” and “Artistic Skills” (see Figure 20) both belonging to the “Provide Direct 

Support Measures” activity category.  



 

Figure 18: Similarity table for Activities 

 

Figure 19: Activity category table 



 

Figure 20: Excerpt from the Activity table 

4.2.2. Combination of similarities 

Once a similarity measure is obtained for all four features, they need to be combined into one single 

similarity. The corresponding method’s signature in the source code of the IDSS is as follows: 

def structured_constrained_sim(qc, c, w, country_data, tg_sims, aim_data, act_data, 

options): 

Here qc corresponds to the query, c corresponds to a specific case, w corresponds to a set of four 

weights (one for each feature), country_data, tg_sims, aim_data and act_data correspond to 

the similarity matrices for each feature, and options corresponds to a vector of strings which express 

which matching mode was used for each feature (similarity, requires or excludes).  

We reproduce and comment on the similarity computation for one feature, Activity, as an example to 

illustrate the process along with the corresponding Python code. 

if options['act'] == "sim": 

    lact_sims = [0] 

    if len(qc['activities']) > 0 and 'None' not in qc['activities']: 

        weights[2] = w[2] 

        for act in qc['activities']: 

            lact_sims.append(activity_expert_similarity(int(act[0]), c, act_data)) 

    act_sim = np.max(lact_sims) 

elif options['act'] == "req": 

    lact_sims = [] 

    if len(qc['activities']) > 0: 

        if 'None' not in qc['activities']: 

            for act in qc['activities']: 

                lact_sims.extend([int(act) == cc[0] for cc in c['activities']] + 

[False]) 

        if True not in lact_sims: 

            remove = True 

            act_sim = 0 

        else: 

            act_sim = 1 

elif options['act'] == "exc": 

    lact_sims = [] 

    if len(qc['activities']) > 0: 

        if 'None' not in qc['activities']: 

            for act in qc['activities']: 

                lact_sims.extend([int(act) != cc[0] for cc in c['activities']] + 

[True]) 

        if False in lact_sims: 

            remove = True 

            act_sim = 0 

        else: 

            act_sim = 1 

 

The options parameter can take three values: “sim” (for similar to), “req” (for requires) or “exc” 

(for excludes). If the parameter is set to similar to as in the first case, the pairwise similarity between 

each possible pair of activities in the query and in the current case is computed, and the maximum 



one is kept as similarity (act_sim). Additionally, in the activity_expert_similarity method a 

multiplicative malus is given to the similarity (it is multiplied by 0.9) if the two activities are not exactly 

the same. This allows the IDSS to rank exact matches above matches where the features were just in 

the same activity category. 

If the parameter is set to requires, as in the second case, a vector of Boolean values is created for each 

pairwise combination of features in the query and the current case, with True being a case where 

both activities are the same and False otherwise. Afterwards, if there is at least one “True” in the 

vector the similarity act_sim is set to 1 otherwise it is set to 0 and a Boolean flag “remove” is set to 

True.  

Finally, if the parameter is set to excludes, the same process is applied in reverse: the vector takes the 

value True when both sides of each possible pair is different, and False otherwise. Afterwards if 

there is at least one False in the vector act_sim is set to 0 and the Boolean flag “remove” is set to 

True, and otherwise act_sim is set to 1. 

We illustrate in the following code excerpt the final combination of those parameters. 

if remove is True: 

    return 0 

else: 

    return (weights[0] * tg_sim + weights[1] * aims_sim + weights[2] * act_sim + 

weights[3] * loc_sim + 1)/(np.sum(weights) + 1) 

 

Firstly, if the Boolean flag “remove” was set to True, the similarity is set to a complete 0, which acts 

as a marker for the system to simply ignore that case. If it was not set to True, then the actual 

similarity is computed as a linear combination of each similarity multiplied by the weight of their 

particular feature (the weights vector). This sum is then divided by the sum of the weights, which 

acts as a normaliser to keep the similarity between 0 and 1. A small correction factor of 1 is added on 

both the numerator and the denominator of that division in order to avoid division by 0.  

4.3. NLP-ENHANCED CASE BASE MAINTENANCE 
The case base maintenance is an essential step of the system learning. A document based IDSS learns 

by enriching its case base with new cases covering problems that were never seen before. However, 

reading and deciphering large policy documents is a tedious task which needs to be partially 

automated to be viable. Administrators of the system can upload a document to the system in order 

to add a new case (see Figure 8). The document goes through three steps: the extraction step recovers 

the words contained in the document, the representation step produces a vector representation from 

those words, and the classification step produces a classification (here by selecting the most likely 

feature value) from the vector representation previously selected. 

4.3.1. Extraction 

The document that the user chooses to upload is stored in a case base folder and passed through a 

content extractor, which tests for different extensions and extracts the words contained in the 

documents accordingly: 

def extract(filename): 

    doc = '' 

    for ext in extensions["pdf"]: 

        if filename.endswith(ext): 

            doc = extract_pdf(filename) 

            break 

    for ext in extensions["word"]: 



        if filename.endswith(ext): 

            doc = extract_word(filename) 

            break 

    return doc 

 

The output of this step is a vector of character strings in the order displayed in the document. The 

actual extraction is done by the external libraries Tika1 and docx2 for PDF files and Word files 

respectively. 

from tika import parser 

import re 

 

def extract_pdf(document): 

    raw = parser.from_file(document) 

    text = re.sub("\s+", " ", raw['content']) 

    return(text) 

 

import docx 

 

def extract_word(document): 

    # print("Ignoring Word document") 

    doc = docx.Document(document) 

    all_paras = [para.text for para in doc.paragraphs] 

    joined = ' '.join(all_paras) 

    return joined 

4.3.2. Representation 

The representation step takes as inputs vectors of words and outputs a representation that can be 

directly fed into a machine learning algorithm. In this case, the representation chosen is a bag-of-

words. The bag-of-words model is a representation of documents as vectors in a high dimensional 

vector space induced by a vocabulary. In order to represent documents in a common representation, 

the vector space is induced from the union of the vocabulary of all the documents, each dimension of 

the vector space being one of the terms of that vocabulary and its numerical value being a function of 

the frequency of that term in the document in question. It is quite common to keep that vocabulary 

voluntarily restricted, and the two ways to deal with unknown terms observed at test time are to have 

an unknown token that absorbs all cases of new vocabulary, or more commonly to simply ignore those 

cases. 

The second step of document representation once the features (terms) have been acquired is their 

transformation and/or filtering in order to represent their actual importance in the training set. This 

is typically known as feature weighting, or in this case term weighting. The most popular and effective 

term weighting techniques are the following (where 𝑓(𝑡, 𝑑) corresponds to the raw frequency of a 

term 𝑡 in a document 𝑑, i.e. the number of times 𝑡 occurred in 𝑑): 

Binary weighting: each term is either present or absent from a document as shown in the following 

equation. This has the advantage of putting large and small documents on the same footing, so that 

two documents of marginally different size but with a common topic will be represented close to each 

other in the vector space. 

𝑏𝑤(𝑡, 𝑑) = {
1, if 𝑓(𝑡, 𝑑) > 0

0, otherwise
 

                                                           
1 Accessible at https://pypi.org/project/tika 
2 Accessible at https://pypi.org/project/docx 



 

Frequency weighting: each term is weighted by its raw frequency in the document as shown in the 

following equation. The main appeal of this weighting technique is that it creates more nuance when 

representing large documents, where terms which are very frequent in such documents will end up 

being a lot more important than less frequent terms. Conversely, its main drawback is that this 

frequency difference can be overstated, where a frequent term might be hundreds of times more 

frequent than the least frequent term.  

𝑓𝑤(𝑡, 𝑑) = 𝑓(𝑡, 𝑑) 

Log frequency weighting: each term is weighted by a function of the raw frequency in the document 

as shown in the following equation. This solves the main drawback of frequency weighting by 

logarithmically scaling term frequencies, which means that even a very frequent term will never be 

more than a few times as important as a less frequent one.  

𝑙𝑓𝑤(𝑡, 𝑑) = log (1 + 𝑓(𝑡, 𝑑)) 

Tf-idf: each term is weighted using a transformation of the raw frequency multiplied to the inverse 

document frequency of that term 𝑙𝑜𝑔(𝑁/𝑛) where N is the number of documents and 𝑛 the number 

of documents that contain that term, as shown in the following equation. The inverse document 

frequency (idf) represents the discriminative power of a term, so that a term that is present in almost 

every single document will be pulled toward 0. The tf-idf weighting scheme overcomes some of the 

limitations of log frequency weighting, such as the fact that terms which appear in every single 

document might have a higher score than terms which only appear in a few despite the fact that 

appearing in every document means that those terms cannot be used to discriminate between 

documents and are thus of no use for text mining. 

tf-idf(𝑡, 𝑑, 𝑛, 𝑁) = log(1 + 𝑓(𝑡, 𝑑)) ∗ log (
𝑁

𝑛
) 

 

Example. We illustrate this using a tf-idf weighting on three documents. Let us assume that the 

training dataset contains the following documents: 

• D1 = “I do not like cats, they are mean.” 

• D2 = “That film was wonderful.” 

• D3 = “Presidents are not as honourable as they used to be.” 

The complete vocabulary of the training set, after lemmatising (using the semantic root of words to 

represent them) and removing stopwords (words which are not considered useful) would be: 

I, not, like, cat, they, (to) be, mean, film, wonderful, president, honourable 

Now, we can use that vocabulary to represent all of the documents as follows, where the frequencies 

are shown in Table 1, the document frequencies are shown in Table 2, and finally the tf-idf scores 

resulting from these two scores are shown in Table 3. 



 

Table 1: Frequency table 

 

Table 2: Document frequency table 

 

Table 3: tf-idf table 

Resulting from this, the final representation for the documents would end up being: 

 D1 = [0.33, 0.33, 0.33, 0.33, 0.122, 0, 0.33, 0, 0, 0, 0] 

 D2 = [0, 0, 0, 0, 0, 0, 0, 0.33, 0.33, 0, 0] 

 D3 = [0, 0, 0, 0, 0.122, 0, 0, 0, 0, 0.33, 0.33] 

The actual representation was done using the Scikit-Learn3 library (Pedregosa et al, 2011) and its 

standard implementation of a CountVectorizer (to go from character strings to frequencies) and a 

TfIdfTransformer (to go from frequencies to tf-idf scores). The following code produces a vectoriser 

that can be saved and reused for new documents.  

count_vect = CountVectorizer() 

X_train_counts = count_vect.fit_transform(training_set) 

tf_transformer = TfidfTransformer(use_idf=True).fit(X_train_counts) 

X_train_tf = tf_transformer_loaded.transform(X_train_counts) 

 

4.3.3. Classification 

The final step is the classification, which was done using a Support Vector Machine and a One-R 

baseline (which always selects the majority class, as a baseline measure of performance). Support 

vector machines are powerful margin maximisers which are often ranked at the top of machine 

learning benchmarks (Fernández-Delgado et al, 2014).  

                                                           
3 Accessible at https://scikit-learn.org 

https://scikit-learn.org/


The following code produces a classifier that can be saved and reused for new documents. It also 

displays its training accuracy compared to a simple majority classifier, which can be a useful metric to 

measure the upper bound of the suitability of a classifier for a task. 

clf = svm.LinearSVC().fit(X_train_tf, training_labels) 

baseline = DummyClassifier(strategy='most_frequent', 

random_state=0).fit(X_train_tf, training_labels) 

 

predicted = clf.predict(X_train_tf) 

predicted_dummy = baseline.predict(X_train_tf) 

print("Algorithm") 

print(np.mean(predicted == training_labels)) 

print("Baseline") 

print(np.mean(predicted_dummy == training_labels)) 

 

5. DOCUMENTED EXAMPLES 

In this section we detail two examples of queries as documentation of the typical workflow of a user. 

5.1. QUERY 1: POLICIES TARGETING PEOPLE WITH MENTAL HEALTH ISSUES IN SPAIN 
We are searching for policies targeting people with mental illnesses, or similar situations, strictly 

constrained in Spain. We do not care about the activities involved in those policies or their aim, since 

we are only looking to run some analysis on the kind of policies enacted in one specific country. 

The first step, illustrated in Figure 21, is to log into the system using an account or as a guest. 

 

Figure 21: Step 1 – Login 



Once logged in, the user can translate their needs into a query, such as the one illustrated in Figure 

22. This corresponds to all interventions targeting people with mental health issues, restricted to Spain.  

 

Figure 22: Step 2 - Enter query 1 

We can see from the results in Figure 23 that one of the interventions matches that need perfectly 

(Relevance of 1.0). We therefore look for further details on this intervention.  

 

Figure 23: Step 3 - Examine results 

Figure 24 and Figure 25 show the additional information we can gather on that particular intervention, 

as well as where to look in order to find further information.  

 

Figure 24: Step 4 - Details of the most relevant result (1) 



 

Figure 25: Step 4 - Details of the most relevant result (2) 

5.2. QUERY 2: POLICIES TARGETING YOUTH THROUGH PAID WORKPLACE EXPERIENCE 
In this query we are searching for all kinds of policies targeting youth through unpaid workplace 

experience, such as internships. In this case we care a bit more about the target group than we do 

about the fact that they use unpaid workplace experiences. Therefore, we set the two other 

parameters to ignore, and set the importance levels of target group to high and activity to medium. 

All parameters are set to similarity matching. 

The first step is therefore to enter a new query, query 2, corresponding to the previously mentioned 

information need. This step is illustrated in Figure 26. 

 

Figure 26: Step 1 - Enter query 2 

The results in Figure 27 show that there is once again a document with a relevance of 1.0, indicating 

a perfect match. Clicking on Details shows us additional information on that particular intervention. 

 

Figure 27: Step 2 - Examine results 



Part of the additional information is shown in Figure 28, where we can observe that there is a link to 

the original file this case is extracted from, allowing us to pursue our investigation further. 

 

Figure 28: Step 3 - Look for the source link of the most relevant result 

5.3. LISTING ALL POLICIES, THEN ADDING A NEW ONE 
Finally, we would like to add a new case to our case base. The first step of doing so is to enter the 

Manage Cases interface, as indicated in Figure 29. This leads us to the case base management screen 

shown in Figure 30.  

 

Figure 29: Step 1 - Manage cases 

Once in the case base management interface, we can click Choose File in order to select the document 

of our new intervention. After which, clicking on Analyse and add will start analysing the content of 

that file and uploading it to our centralised case base. 



 

Figure 30: Step 2 - Manage cases, select document of new case 

After analysing, the IDSS recommends a predicted feature category for each feature, which helps the 

user narrow down on what feature value they should use. The user can also give a title and a 

description to the document, which will then form the case representation for further queries. Once 

they click on Save and go back (see Figure 32), they are brought back to the case management 

interface and the case is added to the case base. 

 

 

Figure 31: Step 3 - Enter features of the new case 



 

Figure 32: Step 4 - Save new case and go back 

 

 

6. CONCLUSION 

In this report we documented the ENLIVEN IDSS from a technical and from a user perspective. We first 

provided a description of the requirements gathered throughout multiple meetings with stakeholders 

of the project in section 2. In section 3, we illustrated the user interface for the essential features of 

the IDSS. In section 4, we described in detail the architecture of the system, before focusing on two of 

its essential features: the similarity matching, which is necessary for case-based reasoning, and the 

NLP-enhanced case base maintenance, which uses natural language processing techniques to semi-

automate task of case base maintenance. Finally, in section 6, we showed three examples of usage of 

the system, using two example queries and one example of case base maintenance. 
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